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Elasticsearch A E31§E (H3ChR)

3 ;& bilt : ElasticsearchitEiigm (F3XAR)

= ik : Elasticsearch the definitive guide

F{EZ : clinton gormley, zachary tong

%% : Looly
558

e @iridiumcao
e @cvvnxl

e @conan007ai

e @sailxjx

e @wxlfight

e @xieyunzi

o @xdream86

e @conan007ai

e @williamzhao

e @dingusxp

Rt S 58 80/ ~~

#r#E : loolly@gmail.com

mE: @)E

= Psichil
https://github.com/looly/elasticsearch-definitive-guide-cn

http://git.oschina.net/loolly/elasticsearch-definitive-guide-cn

j s Tk
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http://es.xiaoleilu.com/
. BR

Z A& Elasticsearch R 2z 4 £ I A, BERATHERIIIE, BEE2ENRAFE I, HTR &3, Rz
XY, MEARE, kiliZissue:

github

git@osc
MFREFHE

e index -> 35|

o type-> %%

o token -> XR1E

o filter -> it j& 25

e analyser -> 2 Hfres

Pull Request;iifz

FriaF st Pull RequestiiiZ REE, FERSE T @numbbbbb® (The Swift Programming Language) hyEiT2, 1ELERs,

B feforkHmi B

Bforkit =89 B th L 24RB9 B cloneBIRBI A

Ké'ﬁ' git remote add looly git@github.com:looly/elasticsearch-definitive-guide-cn.git ?E?jzﬂ@)ﬁiﬁbuﬁ:iﬁﬁ%)i
4T git pull looly master RIAXFF&FEIAIM

(ETSES

commitigpushEIB 289 E ( git push origin master )

ErEGIthubZERE R A LB R —D pull request %41, m+T©, BEE—EBER, ABEXEN,

N o g s~ wDdN R

1~-3ZMIRIEIRME, #AT—RENA, EEFAILAMTREAT RS ENE XEREHR) , REMITS~7TEIH,

S
/5N

N2

1 XHEEREFTHR, EAgitbookiEx, BE2ETMEE Rk 413 Flgitbook.
2. A TETEZ, RBFHIENBAEAEXHE.
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AT
Elasticsearch@—> 32 6f 2 AL RO BIZE, ©iLRUBIATRA BIEEE 2 B REIERK % 7 8.

CHATEXER, sutiER IURBx=FRAHA :

o HEFERMEMAElasticsearchiRt & ERH TR 4T, LUKk A 123 (search-as-you-type) 11 32 2 4 (did-you-
mean) &1 RE N INEE,

o IE[E T iR fEMElasticsearchs & » HEFA M 4 HUBRHL MmN %8 e R, LUERS TERA T LR
FSCERIE] 5o

e StackOverflowz &2 IERESMIBAIE % i), LAKRmore-like-thisIhBEEILEIME XM 4 AN B R,
e Githubf#FElasticsearch#: 381300/ 1THIK 3,

{BEElasticsearchTx A FAE B, ©ifitfkDataDoghl K Kloutix # 894 1 A TR AMNEE T KAl BRFRA AR,
Elasticsearch®] ATEAREN & e A8 Liz 17, AT LIESILLE i+ HAR 4 25 L 2 EBPB 4 5| FUEIE,

ElasticsearchfT$ REIME— AR A BT R I HEE 0NN, 2XER, INREURDFAREZERRELFE
T, ENEGMETHIEMTIBBERNRABERN—P—FLEHN, siEM. XA BT SRE SRethRE
IREBEFI T/ RIG K BV T X,

MRETEFZERS, HAMRE2BRET, BXARERETHH, RIFMRET 3 LEHRMLETLFE.

BAE, AEARIBEAERDNITARNRAELSREILMAR. BB, SNy Bt s QEIERRTEMRLE, BREMN
BEg AT EER, KIBRSLAFMRER R ML ST 03 ? EMERER — M EEERITNRENERD ? REEN
B, BNEXBRELFHRE (KIB) BIER TEEME < iR o 2 g ?

X FhEElasticsearchZE IR : ElasticsearchE R & FF ARIIEE, MARLEREHIELE, AATEHELAE S
EREEHT,

ElasticsearchZ{R#T ik 7 R IFHIBA R,

Linux] [0 www.linuxidc.com



H TR, RER

Elasticsearch@—&TFApache Lucene(TM)HFHREEZREIZE, THEFREER LB, Lucened LIl A BES 4 k&
o, MEERIN. ERENERSIEE,

BE, LuceneR2—NE, BEMEAE, RiLsifEAIava®iEy T4z FEEEERIRN L Ah, BEENE,
LucenedE B E %, MBERANT @ FRAHERXM 2 RER T 2W0MTIEHN,

Elasticsearchti{f A Javaff % F{EALucenelE # i/ E £ AT A RS I NERENTHEE, BERTHEMNREE T £/ resTrul
APT R r&iELuceneIE &1, MMiLXERTH/H £,

Ai3, Elasticsearchf™fxfuZLucenef1£IEHR, HirrEX#EMRDE !

o NHAMI R XHFH, BNFREBMRIHATRER
o NTAEY 3 DITIRBIZE
o HLy RE EEABIRS R, KIBPB & #bsIFL iR

MmE, PIERXLIhEEREMEI— R4 B, MB9s AR GRE & £ resTrul arr . EFZENE FIREESDTERZ

X H,

L FElasticsearchIFER %, CIRETH L EENREHE, FxEERE TS 2WEHR51EE b, ©FHENA (REMT
FA) , RERIVNZIBEATEE = FIEPER,

ElasticsearchfEApache 2 license T aI{EFH, A% % T&. ERAMBSR.

Rf& (R <t Elasticsearch#I 32 B2 E, 4RA] LURIEAR R j4) 7 475 E HllElasticsearchi = s 451, X —tIEERIEREM, FE
BEBIEE R E.

TR 7 58

LRI, —fShay BanonBIR| S B AWK LT 2 F, ATEFEERBEIEF, MEREBET, EMRHRIEN
B, HTLEFHE-IRENERSIE, thAnnE—1TRHRARLucene,

BEEETLucene TIERtbs Wk, FrlAShayFFiaiR Luceneft B LUMEJavaiZF 7 AT LATE 5 A iR iniEsRThee, thx /7
HE—NFERE, W Compass’s

EXShayE—mITiE, ZMITELXESHENNGFEHIEMENIARFIEFR, HtEHEN. i, 2HRAIEHRIE
L REMUATEN, REMREEECompass & FEEMK A — MRIZHIAR % W Elasticsearch,

B—NNTFARAH M 7E20105F28, £ FElasticsearchB 2 B 4 Github E&Z5BH-A Bz —, K2 mEk&EiBiE300A,
—IRE % ElasticsearchfI/A B FLLLARIL, 41— 1R HFE & ZFF—32 FF 4 $1T8E, A ifElasticsearchf¥ ki FFR B stFiE A
AT A,

ShayMIZE FIRIAFRFE LN EER......
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https://lucene.apache.org/core/
http://www.apache.org/licenses/LICENSE-2.0.html

Z%EElasticsearch

Bf#ElasticsearchixIFH AR B EETE, LEHAFIHRE |
L% FElasticsearchf —IER B REE H#hkJava, ik : www.java.com

{IRETLLM elasticsearch.org/download T # &R A #IElasticsearch,

curl -L -0 http://download.elasticsearch.org/PATH/TO/VERSION.zip <1>
unzip elasticsearch-$VERSION.zip
cd elasticsearch-$VERSION

1. M elasticsearch.org/download 3 18 &0 AR kR A S FHIEAURLAH

4= FIERE, RTLULEAZE, RizalLUERDebiansiE&ERPMEE T, Hitk7Eix 8 : downloads page, & A
LMERE ARMA Puppet module 5(# Chef cookbook.

L Marvel

MarvelZElasticsearchtI BB U IRTE, AR L FETREMER, 887 — DU sense WXBERIEHE, FH - HE
BYE it ) ¥ 2R E 5 Elasticsearch# {732 H,

Elasticsearch#t b 3T AS AR HIIR % RGBS 5o ZRME 3 — D view in Sense HILEHE, S H#E, TAATE sense HEISITFFHE & A2
B, ZEMarvel T2 % 450, BREHLUB FEIRAHElasticsearch&E 8 H iz TR A M-S L 4 B E 4,

Marvel@ —NM&Ef4, ®#EElasticsearchB &Rz T TSR T HNLLE :

./bin/plugin -i elasticsearch/marvel/latest

{RATREAE AL FH s 28, (RETLLE it LU 434 3% f Marvel :

echo 'marvel.agent.enabled: false' >> ./config/elasticsearch.yml

iz {TElasticsearch
ElasticsearchE 2/ & 5L4, HITUATHSRIERIS &

./bin/elasticsearch

yn%/u\r)—; J’/L__'"fF *E*%_tl\‘f—_ry //J\\jJu -d ﬁﬁo

FTFF 5 — DRI IT K
curl 'http://localhost:9200/?pretty’

fREEBEEILITREER -
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"status": 200,
"name": "Shrunken Bones",
"version": {
"number": "1.4.0",
"lucene_version": "4.10"

3

"tagline": "You Know, for Search"

}
ix it BAYRBYE Lasticsearch®E &2 2 e #F EEF 217, ETERMNTUTFBREMELT,

SR T R

% m(node)2—Niz T&EMElasticsearch 2 fl, & (cluster)2— A EHHEE cluster.name ¥ mES, MM EIE,
ZHRFRURELBZNy BIEE, HRA D RBTLlal— 1R,

RERFH—NEENRERENR cluster.name FIEIAE, HIMRBECMEE, X AR LUBFIE—1E 2580 il A RI4EE M
% 5 — N REBREE R,

fRET LGB B config/ B % FHY elasticsearch.yml X, SAJSE EELasticsearch3fiE]ix — =, ElasticsearchfE/l A i&
17, AILMER ceri-c R4 &1L, HEIRITLLAA shutdown APIEX T :

curl -XPOST 'http://localhost:9200/_shutdown'

% ZMarvelflSense

MRIRRE T Marvel (FEAEEMEIENTE) , FATLEx K aRE@ g LUT bty e
http://localhost:9200/_plugin/marvel/
fRAI LAfEMarvel il it s # dashboards , 1E FHIZE £ Hi5 v Senseff 4 HiZH A, SNEBERE 7 7 AT HE

http://localhost:9200/_plugin/marvel/sense/

Linux] [0 www.linuxidc.com


http://localhost:9200/_plugin/marvel/
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5 Elasticsearch® B

{5 Elasticsearch’X B BUR FAR 2B F HJava,

Java API
Elasticsearch Javafl PRIt T AFMANER /~if :
% Mm% pim(node client) :

¥ R pInLATCEIE B s(none data node) B IMASKE, %52, CEHOAE#EMAEEE EBRCHNERBEESHIHNE
B, FEBEy B L H R gy L,

%% P Iif(Transport client) :
FANERBNERE PR 25 RERER, CHOTMAER, QR4 EH5LRe ERBHT A,

N Java® pinal@ i 9300im A 5 £8¥%X B, {fAElasticsearch #th i (Elasticsearch Transport Protocol), SEEHM s
2 )i i4 9300iF O # 4TS, MNBULIFORFFI, IREYF UG RAEA KRS,

TIP
Java® FinTfERIElasticsearchiR A b s S B R M ¥ = —5, TN, B©NAUEEETIER 5.

*TFJava APINEZERF & EHXREZY : Java API

ETFHTTPH L, LAISONAHIER EAFIRESTful API

HibFr B TRz 2T LMERARESTful API, @it 9200im 85 Elasticsearch# {Ti@15, {RALUERREXRMWWEBE / i,
Ex b, WRAAR, MEZEALLER curl B9 5Elasticsearchi@(E,

NOTE

Elasticsearch® HiR#t T L #Mi2fE 2 ST » lim——Groovy, Javascript, .NET, PHP, Perl, Python, L% Ruby
— R BRZHARIRENE »infiEG, FrEX S ESTEAPREL

[Elasticsearch % HHi5 KM ARE D S HEEBIHTTPH R2—HH :

curl -X<VERB> '<PROTOCOL>://<HOST>/<PATH>?<QUERY_STRING>' -d '<BODY>'

e VERBHTTP/AL : GET, POST, PUT, HEAD , DELETE

e PROTOCOL hitpsi#&httpsthil (RAEFEElasticsearchiE A https{SER A s {E AT )

e HOST Elasticsearch&E B R EM— % mMEN R, MREBLEAMB S =, B2Focalhost

e PORT Elasticsearch HTTPAR %4 FR7ERIIR O, #X5A 49200

e QUERY_STRING —£E/[# 8% i85 RS, B0 2pretty SHUFE %K RO FEMNZEN 71 HIISONEHE
e BODY —MNISONMAMIFHREN (IR KFENE)

B3, A T ERBEPRSOEEE, WAL A

curl -XGET 'http://localhost:9200/_count?pretty' -d '
{
"query": {
"match_all": {}
}

Linux] [0 www.linuxidc.com
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ElasticsearchiRE]— %L 200 ok FIHTTPIR A B FNISONE R »i 5 K (FRT weap #53K) o EEBERKREEINTH
JSONHEZ i oy 2 AR

{
"count" : 0O,
"_shards" : {
"total" : 5,
"successful" : 5,
"failed" : 0
}
3

BNEAREHTTPLEREAFAVREL curl EREA], NRELER, FH curl MHER -1 B8

curl -i -XGET 'localhost:9200/'

HFARBPERIBD, BNEET curl mRPESWED, FIIENLRNIEO, &F curl BEEE,

curl -XGET 'localhost:9200/_count?pretty' -d '

{
"query": {
"match_all": {}
}
3!
BATG H BRI A
GET /_count
{
"query": {
"match_all": {}
}
3

HFx b, AESensef2HlaFthEA T 5 LEAERNKR,

Linux] [0 www.linuxidc.com



EEbE =

ERAPHHRRBRORZH 2M@EdR, BEEZHREABEXEREL Y, LNESEH. HEME. 53— THRIAER
Ho

ER-RERBIERENRE4DEE £, FREREREINHTNNAKNIREEED, MFERE—1FE, &
BERANBHIARIFRTRA—DEERNRESD  MAGFHFHARUERFER EEIIRT—IFHR) , REXF
BRELHHEERE N,

Elasticsearch2E M3 #4(document oriented), X BEEE © A LUE #E N 1t R X (document), RATMER R EF
%, ERFB|(index)F N XMANRE 2 AT LUHIESR, EElasticsearchd, RATLAxISCAY (MIEMRITRIIBIEIE) #1T3R
Bl #3FR, HF. k. XMEMHBIENARNSUERETE, xth2Elasticsearchfgss HITE £ MEXHEENERERZ—,

JSON

ElLasticsearchf#iFiJavascriptst &5 (JavaScript Object Notation), thFt2JISON, £ XHFEFEER, JISONAIED
2WARZEEMXR, MED2KANoSQLAEMFERN, BHE. H2EBFZHik.

LAUFEFAISONE SRR T — A P 3R ¢

{
"email": "john@smith.com",
"first_name": "John",
"last_name": "Smith",
"info": {
"bio": "Eco-warrior and defender of the weak",
"age": 25,
"interests": [ "dolphins", "whales" ]
}
"join_date": "2014/05/01"
3

RERIBH user AREBE %, BENLZEHNIRME LB 2BTEMNAERNEISONFRT, FEElasticsearch izt R i1k 4
JSONFMHMERE | ZELLIEFR L MR HERNEE & £ 9%,

NOTE
RENFAEN:SEEME LR AT RHERRIE LS 4t 4 ISON, BEMEZELES T AR, Bikits

&" serialization " Or “ marshalling "% N F & EISONBIHE 3, ElasticsearchB AR » s B # A RFEIEIRF5
{£EISON,
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http://en.wikipedia.org/wiki/Json
http://www.elasticsearch.org/guide

FIRE—%

BAMAEFR#T DG 28R, BEET —EEXNEXN %, LN%kE(indexing). 3 (search) A REE
(aggregations), &Eit X PMEFE, FHATFTLLLIRElasticsearchfEMMBEURHE ZHAREE — PN AR L.

BMNETRE N —EREHNERIES, BREREE D Le2ERBRERR. BNBELESHNEIET PEINR
AR R ERR,

FLL, MRk, FFisLANE A A% H 3R FE S R% 3 Elasticsearch B9 8E 08 |
~ AN -
IEBRMNEBI—TMRTIEE

RBix AR IFFEMegacorp T1F, ot AJIHIRER I TFEMBNTE LBENAWE—IAIEZ, 2B FATFR#EAXK
HHAT R HEIE MUAEEUTFRMFEK :

o HiEREHEELMaMFE. BHFEMLIAK,

o RFEFMAIMMEEER.

o IR mILIER, FlNBK30y LLEM R T,

o TR 2MEIERMES 4 1525 (phrase)iE 3R
o P ERERPHXET

o HEgFIF B REEON X LHIE

B 5 T3

BB EEMNEE# 1 TR, 80 XRER—1 57 I, fEElasticsearchd 77 4 EIEH1T  #hAUHEZEB (indexing), Ait
ERBIZHI, BNTERBEIEN 2 F T E,

1EElasticsearch, 3X#%)aEF—H % B(type), mix £L x BEEF B (index)F, FA1rTLAB—LE 4 £t th @R Lt 5%
KREEIREE

Relational DB -> Databases -> Tables -> Rows -> Columns
Elasticsearch -> Indices -> Types -> Documents -> Fields

Elasticsearch& B a1 LA &% 15 (indices) (8iEE) , B—1MFEBIATUEEL N £ B(types) (R) , B—1M#8EES
M (documents) (17) , REEIXHEESNFEE(Fields) (B1) .

[%R3]] XX
{RATREE 2 X EEIZRB(index) X 18 fEElasticsearch BE R AWM E L, FRIAEMVEERM—TX 2!
o HR3| (£i7) WENXFTIR, —FR3l(index)FhR2E & % X REWE & PIIBUE &, ©RMEXUHF#HMA,
indexfyE #2indices =indexes,
o &3l (Fi7) [RBI—PXH] RAEE—IXEEHEIRS] (£i7) B, UBEEATUBERRSIE S, XBRE
SQLAIH INsERT R4 F, ZEH|2, NMENXEB2EE, FHXEHESIRMS,

o EIBEZRB| 1% % BUIE & HHFETIEN— 1 3RE], BIa0B-TreeZR5IEMEWFR, ElasticsearchFlLucene s B —FhaLih
EIHEZR B (inverted index)HI IR 4 43 x BIABR B #Y,

HNBERT, XEPHRMEFRIBIWERS (BE—TMEBRE) , REZAMNFT BT RIEEREN,
BATRREEBREIE Y hE @Bk,

FTEAA T o2 R THE, BAOFATOTERE:
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AHEMN R TR X (document)iEIIFR5|, BMNXEIETHELE R THERER.
BB A employee o

e employee % FJaEF B! megacorp o

megacorp 38|17 fEElasticsearch®&&EH,

2 LR EMEREZN (REEERAAZTH) . BNEEET — DT HITTAANRF :

PUT /megacorp/employee/1

{
"first_name" : "John",
"last_name" : "Smith",
"age" : 23,
"about" : "I love to go rock climbing",
"interests": [ "sports", "music" ]
3

H 1 E&EEIpath: /megacorp/employee/1 AE=HIER :

&2F A
megacorp #5514
employee itk
1 AR THID

HEREE (JSONMH) , 887X THWMERR. B&FUW John Smith”, 25%, EREE,

RE2IE | EAFTEMMANNEIEREE, LMo ERSIKNEBELEDFEROBIE 2B, Tty EER3IXH,
ElasticsearchBE 2 NEFIENRE X E, FTEEEREAZEAN,

ETR, EBENEEZHPMAESZ A ITER :

PUT /megacorp/employee/2

{
"first_name" : "Jane",
"last_name" : "Smith",
"age" : 32,
"about" : "I like to collect rock albums",
"interests": [ "music" ]
3
PUT /megacorp/employee/3
{
"first_name" : "Douglas",
"last_name" : "Fir",
"age" : 35,
"about": "I like to build cabinets",
"interests": [ "forestry" ]
}
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e FRAE

g {EElasticsearch B 27 T —LHIE, HRNTLURBL SBRFABIET. F—IERBERSLRED A INER.

ix st FElasticsearch3 i, IEE 4 %, BMRBHITHTTP GETi KFEH pHbit—3&5|, 2 BAMDEE A, RIFix =EB
MR, HEMAMATLLUREIFRIFISONHS ¢

GET /megacorp/employee/1

o L HRBREE —LXHEMITER, John SmithBRIFEISONIEEETE _source FEEH,

{
"_index" : "'megacorp",
"_type" : "employee",
"_id" (L
" _version" : 1,
"found" : true,
"_source" : {
"first_name" : "John",
"last_name" : "Smith",
"age" : 25,
"about" : "I love to go rock climbing",
"interests": [ "sports", "music" ]
}
3

BAVBEHTTPAE ceT AR, BB, FHATAILUER oeLete AEMBRSEY, £ veao FEL EEXHEESHE
£, MREVEHOFEENNE, RNREBE vt —K

BEEEER
GET i RIEH ¢ —ARBE L MR BURABZMISCHY, IRt —F 2R — L AT, g $p9ER |

B L X — R L RIEREE A THEK ¢
GET /megacorp/employee/_search

{RET LB BIF AR IR EFE megacorp 32510 employee %8, HERHRMNELEMFEAXRTFT search REIVKFERHIAEID, m A
B hits FEFTETHBNABEN=ZNXE, HKNER T HERSIROFIL0NZ R,

{
"took": 6,
"timed_out": false,
"_shards": { ... },
"hits": {
"total": 8,
"max_score": 1,
"hits": [
{
"_index": "megacorp",
"_type": "employee",
"_id": g,
"_score": 1,
"_source": {
"first_name": '"Douglas",
"last_name": "Fir",
"age": 35,
"about": "I like to build cabinets",
"interests": [ "forestry" ]
3
}
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"_index":

"_type":

"_id":

"_score":

"_source": {
"first_name":
"last_name":
"age":
"about":
"interests": [

"_index":

"_type":

"_id":

"_score":

"_source": {
"first_name":
"last_name":
"age":
"about":
"interests": [

el

"megacorp",
"employee",
nyn,

1,

"John",

"Smith",

25,

"I love to go rock climbing",
"sports", "music" ]

"megacorp",
"employee",
non,

1,

"Jane",

"smith",

32,

"I like to collect rock albums",
"music" ]

R ABNEE R AT BESCEREEES, MAXEXHEARTENRLSEEP—HNELR 7 BRERE R

HERINFRBEEHAET.

ETR, it RMEREKPITESMIth’"BI R T, EMEx—R, BiEEe

BT

hERZBRNERAE EMTEER

TAME S ) F RSB (query string)iE3R, EAFHMNEEBRURLSH —HEA S 5930

GET /megacorp/employee/_search?q=last_name:Smith

HMEFKPIKIBFER _search X4tF, REFHEEZDEELEH o= . IHAUTLUSRIFIELEE % SmithBL R -

{
"hits": {
"total": 2,
"max_score": 0.30685282,
"hits": [
{
"_source": {
"first_name": "John",
"last_name": "Smith",
"age": 25,
"about": "I love to go rock climbing",
"interests": [ "sports", "music" ]
}
}
{
"_source": {
"first_name": "Jane",
"last_name": "Smith",
"age": 32,
"about": "I like to collect rock albums",
"interests": [ "music" ]
3
}
]
}
3
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{FFADSLZ A % i)

ENFHERERETELIDDTERIFE (@ hoc)HigER, BRCHERRBYE (B4 £¥REY) . ElasticsearchiZ it
EHREN S 42 EWHEDSL 5 34 (Query DSL), B R4 IRMEBEEME &. 2K E 4,

DSL(Domain Specific Language’3 i 4718112 5)LLISON % KIAMF R H o, 1o LU 4 KRR Z Bk FSmith"f0 & 4):

GET /megacorp/employee/_search
{
"query" : {
"match" : {
"last_name" : "Smith"

}

BRROS52ETE ERNER, MAUEREEAAERE T, BNTEHEREHFRFE(Query string)ii 4S8, mEER
ERERE, X NEREFERISONKTR, HERFERT nateh 28 (22—, BEEBMNUERER) .

BEE XBER

HBALERMHUELTNE 2 -5, BIKIEEEHRIMR A Smith"I ] T, BE2HNRESINEHATFI05M 7 T, FHi18
& AR INE sk 2R (filter), EEBERMNBMENHIT — N2 HEER :

GET /megacorp/employee/_search

{
"query" : {
"filtered" : {
"filter" : {
"range" : {
"age" : { "gt" : 30 } <1>
}
i
"query" : {
"match" : {
"last_name" : "smith" <2>
}
}
}
}
3
o <1> XEH % #HBETK ji it s 2x(range filter), © T & A F#4 KT 30 ¥ BEIE—— ot #"greater than"B %5,
o <2> XERNH iS5 ZAIH match EA(query)—H,

REREEDEEXRS, BNEREUGEE®IT®, MMREFEREARN T — N iR (fiter) B F#HITX HEXR, REE
SMATZAM nateh Z2H, REBRMHUERLEERERT —132% BEFE Jane Smith"I 7 T :

{
"hits": {
"total": i,
"max_score": 0.30685282,
"hits": [
{
"_source": {
"first_name": "Jane",
"last_name": "Smith",
"age": &2,
"about": "I like to collect rock albums",
"interests": [ "music" ]
3
}
]
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ENER

IEAY EERBRE 2 BREENET, BdFRFik. tBNZA—MESHNER, 2XRR—aaEE
B aq 32 mBITHEE.

B sERAMEE% “rock climbing”# 5 T :

GET /megacorp/employee/_search
{
"query" : {
"match" : {
"about" : "rock climbing"

}

R AEEIFAVER T 2818 match i8], M about FEXFIEFE"rock climbing”, 11527 & NICESTH :

{
"hits": {
"total": 2,
"max_score": 0.16273327,
"hits": [
{
"_score": 0.16273327, <1>
"_source": {
"first_name": "John",
"last_name": "Smith",
"age": 25,
"about": "I love to go rock climbing",
"interests": [ "sports", "music" ]
3
}
{
"_score": 0.016878016, <2>
"_source": {
"first_name": "Jane",
"last_name": "Smith",
"age": 32,
"about": "I like to collect rock albums",
"interests": [ "music" ]
3
}
]
}
}

o <1><2> 2 RHERMEIFD,

FAIER T, ElasticsearchiRiEs RBXME 0Kt 2 RE#THR, gl T2REXME RS ] REXES 5 4 5RET
BREE., REAR, HFRAE—H John smith B about FEXERHAMIE EI“rock climbing”,

B2 #H12% Jane smith LA ELRER ? FRERE“rock” 46/ abuot FEEFPIRIER T, FH R E“rock” iR
m“climbing™% &, Pl _score E{&FJohn,

EMGFRIFEIARA T ElasticsearchiIfAE B X AF R A #TEXHR, HEREBEXERERNLERE, BXM

(relevance) il 2 1EElasticsearchIEFFEE, MEXMEIREZAXREKIEEPETRTERRY, EAHEEBEE L ZHW
% i R CEE & T ITEL,
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SRR LR

BN U EFTEFER LM —10, BN, BREEREZATINERE T £9E 585 (phrases), BHliNF
MR8 E % R et & rock " climbing" (FrEZ4B4r89) BIR Tie %.

EMEED, BAIRER match £34 % B A match_phrase & i B17:

GET /megacorp/employee/_search
{
"query" : {
"match_phrase" : {
"about" : "rock climbing"

}

ZTEEE, %% #R[EJohn Smith#ysTHY :

{
"hits": {
"total": 1,
"max_score": 0.23013961,
"hits": [
{
"_score": 0.23013961,
"_source": {
"first_name": "John",
"last_name": "Smith",
"age": 25),
"about": "I love to go rock climbing",
"interests": [ "sports", "music" ]
3
}
]
}
3

e AHIERR

RBZpAERMNENERZERPE(highlight) CEEEIFIK 4T, X4 » AT LUANE A H o X 084 98 0REe., 7£
Elasticsearch & e F R 2IEERZ M,

SEFATERZ AR5 A _E38A0 highlight B%K :

GET /megacorp/employee/_search

{
"query" : {
"match_phrase" : {
"about" : "rock climbing"
}
+
"highlight": {
"fields" : {
"about" : {}
}
}
}

LUEmMETENEGN, SNPhEZERNSR, EREEROLERDEE — NSO WU nighiight , XBEETE
B about FEXHFHIXA, FHEM <em></em> FArin LECEIHY £ 59,
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"hits": {

"total": 1,
"max_score": 0.23013961,
"hits": [
{
" _score": 0.23013961,
"_source": {
"first_name": "John",
"last_name": "Smith",
"age": 23,
"about": "I love to go rock climbing",
"interests": [ "sports", "music" ]
H
"highlight": {
"about": [
"I love to go <em>rock</em> <em>climbing</em>" <1>
]
3
}
]
}

o <> RAXFHERHFER

RALERRE D iz BERTERRRHNED.
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2

&E, BNaE—1TEREERRK : A4 BTEEER B P #iT— L9, ElasticsearchE —NIhEEUHBERE
(aggregations), ©RFRIENRE LEKE 2D Lit. SRIZRSQLAR crour Y {HEINEEE R K,

ENOIF, EBAONERBIFRER A PRANHAR (B %1F) 2o

GET /megacorp/employee/_search

{
"aggs": {
"all interests": {
"terms": { "field": "interests" }
}
}
3

Yt B EEREL HER

{
"hits": { ... },
"aggregations": {
"all interests": {
"buckets": [
{
"key": "music",
"doc_count": 2
3
{
"key": "forestry",
"doc_count": 1
i
{
"key": "sports",
"doc_count": 1
3
]
3
}
3

BRI BRI AR RS £ BB, —NEXMNE, —NERiEd, XEHIEFLXERALTET, ©ie % MITE
5 #E AR ST EERN. MRBEMNEMNEMEG " Smith M AR KHUERS (@B 21F) , FNRFTEEMNEEN
EmEEA

GET /megacorp/employee/_search

{
"query": {
"match": {
"last_name": "smith"
}
i
"aggs": {
"all interests": {
"terms": {
"field": "interests"
3
}
}
3

all_interests RAC2 T KRBEM £ 42 AHECEREXET :

Linux] [0 www.linuxidc.com



"all interests": {

"buckets": [
{
"key": "music",
"doc_count": 2
}
{
"key": "sports",
"doc_count": 1
}

—

REBARFDHBC L. B0, LHBMNE B LB TR ANTEER

GET /megacorp/employee/_search

{
"aggs" i {
"all interests" : {
"terms" : { "field" : "interests" },
"aggs" i {
"avg_age" : {
"avg" : { "field" : "age" }
}
3
}
}
3

2RXRREMRELRELEE &, BEERRBZER

"all interests": {
"buckets": [
{
"key": "music",
"doc_count": 2,
"avg_age": {
"value": 28.5

}
i
{
"key": "forestry",
"doc_count": 1,
"avg_age": {
"value": 35
}
i
{
"key": "sports",
"doc_count": 1,
"avg_age": {
"value": 25
}
}

ZREZRIEZAMNBELZREBTNES, HMNKASE T LBUREE (EEFz4BMRTAL) WIK, BEAES
DN B avg_age FER L REFZ 2B R THFEEER,

BN R e NERARE R, (BIREATDARBIR L B8 x MF T UTRASE 2 RE T, (RATLIKIREM £ BREKE.
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iz

BRI 9 RIFAIREINElasticsearchBIThAE, HAXRAB—ERE, H#THREFGHE, 2 BRIMWFERRER
—&HE. AL BB EHURBORRSE, ExthEHTHESAERIERS LNES., THERE, REERMK
BARBTIRERE

ARE AL E A LR SELRED, KNBEEMAFTEAELER ), e, APMWERBOIPRAXL @M m Y, HIELE T #
ElasticsearchBy T{E it 2,
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2B

EZ H R A1IREIElasticsearchAT Ly BRI LB (BEELT) MR [ ELEPBAMEE, AMBMMNBRRERRZLHT
— L ElasticsearchfIfIlF, FR$RMBXHE, Elasticsearchy XML, MEEME BT 2HBRNASNE %
'I‘EO

ElasticsearchfE 2 A& LM TR RZE LHERL, EHRPFIFTENBEAXTIHRARL. oH. ERL2AHE
HREMIHAER, AMANBRRIMEIT L TEMN L eA L, BallaTEmA10010 % KRMER L, ETHEAXR
_71#3"]0

ElasticsearchBI A F @O AN RAMNE &M, UTXERERIRERE B 5K

o JHRMIXIED RBIREMBRRE D F(shards)d, EMNAUFEF—IHENF RF.
o RARBINDEEIZD T R, *15RBIMMERM N #I9%,

o MLREB—MOH, BILBEAMESMRNEE 2K,

o FREBHER—D T R LB KERHBEIE 5 BIRFIER ¥ <o

o THEEMYR, BERBMRIR, 2REIALUMEIT 2y RMNTH.

LR A, RALLEEIXTElasticsearchD AR MMAFEE T, ZLET 5 FHLRIOMAY BEFMBE#TE, WM
LI, AT RRER, 2F24LURMNETIHE,

XTI RN iEM A b ix Lo R ER AL th 7T LA FElasticsearch, {B2ix tEaE 45 BBIRE R AT TR T £2
Elasticsearch, fREILAB& 2 E 41, ABEEMREERTRANIERE e BE 81,
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T—4
MIEIR ¢ Elasticsearch Al LML L AR E S RTRER T KM T #2, ElasticsearchB A TREE 5 AN ZNEE, #3

Elasticsearchix ¥ AR 2 FFRFERE « FFIA3R3| 54 3R0E |

L8R, IRER T fEElasticsearch, {REVE = DFiE. REEiEm &irElasticsearchfRE 5 MR =, RELEEESENE
] R

AEERFONENMRMFIFELEER, B—IEFHREE—INER, HFERKSTELFRL KRG, NRMFRZRE
3, BRix LRI EIRE % at MRTE %, ElasticsearchE SEMBGAREME T UIESRE R » FHMIER FHEMRNER, 4
EERFA MR R AT LAt B ix B,
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SN ITEAR

IFTEET

FMZ AR R, X 2% TFElasticsearchED AR FIE T TEHEIM— L4 KB HMWE—ED, INE S HNfls—
BRI ARE, BIa05EEE(cluster). ¥ m(node)F14) F (shard), Elasticsearchfy BALAI, LIRS0 2 IBFEMHR

BEO

RERERENLEM {R1E{EFElasticsearchBy st {E ] LAk it ja) B E K m B A RMELD . ERFHRERZBE—E
EECREERIEMElasticsearchIEBI TIERAZ, RATLlscBka X8, LIEEFEE H.

ElasticsearchAFwEB TR T BMNR%. ¥ BHNARTLRE W % BIFHER 4 25 (U4 E(vertical scale or scaling
up))skE = ELMAR 4% (B4 B (horizontal scale or scaling out)) .

Elasticsearch & JABEM BB AMEA R R SR G, EEARy BEECHNBRME. EEMNY Bz, e@idig
1N sRIIHE 7 & AN S,

HFREYEREMS, BAEAY BRRERHREFRHIER KT 8EF A x LHRMEY % 4. *ttH3Kit, Elasticsearch
RERZDFAN : ERBNAER Y fORREST BHETA. SRREFNEZFITERD L,

EXEHATRHRR M ) BIREEE (cluster). ¥ =(node)F143 i (shards), EHZRBIMBIFR#TY R, FHFRIZEBELFH
PR et BIEKIBR 2,
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ZEERRT

MRFEMBH—TERNT R, CRRBERENRE, ZMEHEEREAKREL

NODE 1 - * MASTER

Al RE—1NE7 RBEE

— ¥ m(node)zt 2 — M Elasticsearch2 5, f—/MEEf(cluster) B— PSS ¥ mAK, B©MEBHERM cluster.name ,
CNHRIE, 2ZHFBHA &, JMAFHF SHEMR—D T =, SHEMSRMEFTERE.

KD H SBWie A E P R(master), ERFist EEKH w0 — L3 F, FIINFTEKBPRZERE BINFIBR T RF,
EPRASEXE 2NN L BHER, ZBREEREBE KR, 2T H SARRARHBRA. EA T [RETLE Y E
T BNBAIFRNERRE-—TTR, FUERRLSET RNAE,

AP, BNEESSEHPNEIMAY SBE, SIS, 81N Y AN EXEEETHN T AL, SN 4 EK
EMEEBD AL, By MY =i FIMES D IRONEE, SE—RROLE #if, x—t)EHElasticsearch B,
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SEHER

{EElasticsearchEE B AL 4 2%+ BZER, ERRE—INTEXEEN : £EH#E(cluster health), FEEHREERA =K

A1 green. yellow 3 red o

GET /_cluster/health

E—NERERIINERER TN LEE, FhREIXEESR :

"cluster_name": "elasticsearch",
"status": "green", <1>
"timed_out": false,
"number_of_nodes":
"number_of_data_nodes":
"active_primary_shards":
"active_shards":
"relocating_shards":
"initializing_shards":
"unassigned_shards":

’

© 00 0 O K KB

o <1> status EIEAIRRELBIFTEE

status FRIBH— D ANEFERTERNNR KR, ZHReaSEnaL

me =L
green EEESRMERSFETA
yellow EEESRTH, EXZMAEEH S FETH
red TRIENEES FEE A

EETENEY, BNSEBH+LREESD A (primary shard)F1E 4 F (replica shard), FitBlxEmeE (RA) ELHF
FIBHRIE Lo
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pyIlIENE]

A T REIEARINEIElasticsearch, FMEEZRS|(index)—— Nz x @RI A, £rrt, RIIRE—1TAEER—
HZ 9 A (shards)i“:3 45 63 4 22 4 (logical namespace)”.

— N9 B (shard) 2 — P&/ & %14 TE % 55 (worker unit)”, E R 2% F T REIHAAERIEN—8Y, EETEN CEAD
Y —%, Bif$iwmBo FNITERE, BRAEENABRES FFLE— MLucenezffl, HFEEAFME— 1 TEHN
BREIZE, BNUXEE#ES D, FEESFPHERS, BRBMNLAREARERSCMNERE, MMKZHE, B
ES5R5E1E.

9 B RElasticsearchTESEEE R0 % HUIEHI R4, IO FERRBIENERLSR. XEEH#ES RS, RE0H OEEIRER M
Y mE, BIRPEREY B/, Elasticsearchf$ =B s EMM Y e TR o R, LUESEHRISTE,

2B AR ESD B (primary shard)=& 2 £ 5149 K (replica shard), {RZE5IFHENXEBET—TNE£MAESH, FRUES
BFWIHERE T REIRZEETFHS VEIE,

Bt EEDRREE#HEERNZEEREL, REBURTMEmHOERERL 2FNSEAREREIURTREERA
PR BHE#BIARN, XENRNNE & B, IAREIF S m RIS, URAREILE 4 5% o 17,

SRS RFREZEDRW—1EIE, ERLUIEEAHRIESROBIELK, R aTURMEEK, HINE%RE M 518IshardER
Ehg =N

L3R5 pIBTH R, TORMREMEET, BREFNDFNERET LM A,

IERMNAERFPYE——DZE S R LGB —DUHE blogs BIRE], BUABERT, —NRIIWOESDEDF, BRY TETHE
B, MNKRADEINELRFN—IEHDE BIELRBE-—ITEFHIF)

PUT /blogs
{
"settings" : {
"number_of_shards" : 3,
"number_of_replicas" : 1

}
}

Bt i SREIR9 % — 1 REREE -

NODE 1 - * MASTER

) () ()

CLUSTER

BNERLEFERRG LA ENEDREEADEE node 1 . HIRFA ALK & REFHRR (cluster-health), A1

REILLTFER :
{
"cluster_name": "elasticsearch",
"status": "yellow", <1>
"timed_out": false,
"number_of_nodes": 1,

"number_of_data_nodes": 1,
"active_primary_shards": 3,
"active_shards": 3,
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"relocating_shards": o,
"initializing_shards": o,
"unassigned_shards": 3 <2>

o <I>EHIPREMIER vellow
o <2>HMM=ENEHDFEEBWIEI Y RLE

EHMBRIR L vellow RINFIAMESD F (primary shards) g #FH B IEE 1T T — KB E2 % AT LUIE & R EBE A% RK—E
EEH 2 F(replica shards)it R ELE T H, B LFMBEN=NEHDFAEERE unassigned KE—TNEREDEL
H R, ERA—NT A LREERNBIBRAZRELEN, MEXNY AHET, BAENEEIRtS LK,

AERNIEHC 2T S, BRKIBFEREAHSIET S BEUE £ KB .
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BINERRE 4%

F¥— P REEITERER £ RHEN AR
— A

BHBINH R

AT AREBMBEIANYRELETHL, FAUFERSEE— N REBENAR BT A (
Elasticsearchy) —%) , MAGSITER— —EETUEHS /PEIastlcsearchy:WUo

BREBESD, FalE, BEMLEEIHE, HNE—FEMNRZE L5 5

E1T

REBEE_ANYREE -1 2BGHEEM cluster.name (G5F ./config/elasticsearch.yml /&) , BFLEEE # £ #L.FEN

ABE—N7 RFERER, MRRE, £ AEHHBERT FH. XATREMLT BRER, HE
RiafE.

MRFEMEHTHEZDT R, TPEHEERMETE,

WH REF—FNENE D A IS0 FE S o

NODE 1 - * MASTER NODE 2

CLUSTER

BN T RB2MALER, =NEHID F(replica shards)tB 22 OB T —2 515t R =NEDH,
A*,.ﬁuﬂ']'E/R—FWE__“«/H%&%HEE'JTG%'ﬁO

B K&REIET 5

XEREBEEREER—

MHEMREIFEEREAETO R, RRHFLEFTENER Y [L. SATUBRBEMNPOEEET Y RMEH 7 < LEH

LA 3R,

cluster-health HIERIIR SR green , REMKBFMAMNGNDHF EMELRN=AEHISR) #HMEATH -

{
"cluster_name": "elasticsearch",
"status": "green", <1>
"timed_out": false,
"number_of_nodes": 2,

"number_of_data_nodes":
"active_primary_shards":
"active_shards":
"relocating_shards":
"initializing_shards":
"unassigned_shards":

O 0 0 0O WN

o <1>EBEMIRAR green .

BMERTREWET LM, MARSTRAN,
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MRy &

FeE u AFRKEE K, BAZMAy B?MRENEHB=ZANT R, RNWERIBRBN, XetEWH T =% RER
(cluster-three-nodes)

2 HREBWEMPEUAFE i 2

NODE 1- * MASTER NODE 2 NODE 3

CLUSTER

M Node 1 F Node 2 I F E LW HEIFH node 3 £, BHRBNYABMEARNSFH, URBZIIN=1. XBKEED
B %R (CPU. RAM, 1/0) B VMDEHEE, s#EMYRRESERIFNRA.

DERERB— N RERANIERSIE, cAERL—F SMWME %R, FAX6NSHF GIMELRM=AEH2KF) &
MNALYy BRZEHN TR, BNIREE—NDH, ZIHEMALII00%ERX NS RBERT .
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2

BREELMI AU BENUEREZRFIFTR?

=

EDFMPBETERSINELLTE, L, IMFELTHEE#IRS|IBHENZAHE (LB EEUR TR
B, BHENERBER) . 42, &g YR—Eg B EDRREEF D FLKE, FUMBENTRES
KR ENEREHEMB K,

R

SHSFNBETUE THPNERPH AT E, IRFBRNITLURBR Ry KB L/ NMAE, LEMIBMEH D Bk
2, MERFEMN 1 T2

PUT /blogs/_settings
{

"number_of_replicas" : 2

}

I8N number_of_replicas El2 :

NODE 1 - * MASTER NODE 2 NODE 3

Ro ro| [r1] [r2 m | R

CLUSTER

MEFETLEH, blogs REIMERINTFH : ENESRMENERIDF. XEHRER NS BREIINH =, BREIEM
BN R—DOR. SHERNNEREERELEN= Y RERy B=HS.

==
/E/%\ .

LR, AREFELWEHN R ERAEBEN Y R LHTEERERNIERE, EATNDREE ;P B/ LEN S =%
B GEEE KB RMBBEINTHORINY R, BN REHEAK, RMEEMELE) . REEENEYE
REEMHE,

Tt ZEFANER Y RERERNEESHTR @ UL ERIEE, BNESERZAN Y ABEMTR £ K
=
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R % H R

F B2 1¢ Elasticsearch®T LAz 3¢ 37 AR, FRLLEF 4k 2%, MRBMNAEE NP mis#E UTEHAES
=), &gl

NODE 2 - « MASTER NODE 3

i
&
=
=~
o

BHNAENFRE-—PEFR, DAB—TEY RKLRFNIIETR, FURENB—HERRE Y Re 5T —MHNE

-

H R Node 2 o

ESR 1 2 EHRMNAE node 1 HEZREK, BNWFRIIELZRT P RETREBTR. MR 1465 ERFEER, B
TG EEIRE red : FERAAEZ Y RETH |

FEMERARNANEIDFNEBENEAM Y REEFEE, AUHE S RE—HERIRF XL Node 2 Fl Node 3 LHY
DRBBIAYEDF, KERREE yellow KA, X MEARBATHRE, BMFEHRT —THFX.

B LERBEIRAR yellow TIARE green ?HNME=ZANELH, BEFNEETEI IR EANEHSE, YR
B—MEE L. XEIEFHAAT green KA, TERAXBDRD @ BYFHAIAIE Node 2, FAIHRFKIBATLUERE £ KH
EBHIERTE1T, B4 Node 3 RBEBNDHIE N,

MRFMNER Node 1, RS DPEARNEF DR, 2RRAEZEF RUEF—B. MR node 1 KIBE BT REVE
n, eRszXBANRTN, EREEHEMRELE N BELTEZENED.

AIEIR L2 5t 90 B in{AlfEElasticsearch AT LUKy R R EBIFEREH T —DIEME AR, BETERBNMBERIRDRESRE
HESm S,
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BIESMT

T RFELE, BAR—H#H  AnBEARNNERARS. EFBEHAREHBHLLSFNT S 2K, BNEEET R
BEBUIXHRRRA T HAPH L FRERELLTE, BTFRA—NANZFHEmMaltiit*BEELHE L,

EaxtRh, HFTIEMEHERLENEGEEREE—#MN, —PATRE-IRELESS, 3 - PMATRERE-1IF
NSm, BEATEAZHE, —PATEEZMEmailititt, HttAmERE, ARFATEESMER, BRREAN (3%
ERERBAN) AERE—,

HANRHRZERITHNRREAZ—, R2RNMNTUANRERTNLIER R EFPRLEEEBEXRNE 22 nx2E, BE
Ak, XFARER4,

BRENBERRLE R RERT, 4L, BNUTNINEIBREFAEXREEEZD, BATFERLFR
e ZMEENFEHARFBHARNREEREFET.

BRI RO F 4 RIE ? B TFEARKEYBNNRFERE, BNTULITERKE, B4REARNR
SEMEHEE,

xt &R (object) B—MiE EMEX, R ERTFHNNEIEL . H TEMLE L%, HEFHE, BNFE LRk
RTRE. JSON (JavaScript Object Notation)@ —F Al AL ARFR R RA R, © 22 M AHNoSQLHE R REIER # M
—ME i, Y REFETME AHISON, BFK A ISONIIHE(ISON document) 7,

Elasticsearch2 — M2 H R M (document)F #3812, ST EFHIFLERE 2 BIELH
Sit, —BXHE #EElasticsearchr, TRt AT AEEREBME— ¥ m LR R,

5L BIISONSTHY, #:

LR, BNARBEEFEHEE cZ2RENHES 0, 2RB2FRENOSQLAVERR T R B LSS RN IF 44 1t &
BEeMKIBFES RINA 63 LR, DURpLFRERRERS|I LIRS R EINRE,

FEElasticsearch®, B—PFRIOBEBEZIAKERSIN, B2, BIFREFNE-TRAEARIATRERR, MH,
SHe#HEETR, EUUER—I&PAAMAENIERARS], MR ARERERO%R,

ERXR—EHRAHETINAFERAPIEQIE, 3R, BEHAMMERE, BEl, FaFFFROFIBOMISCE LR M % 4tk
e AFBEFHAMNFOBRXAEINA L £ TEElasticsearch 4%, MAKRIME ;L4113 [E],
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(/N8 = ¢

BEAXZH A RESEFEIE H BEETHIISONM R, 4t (key)RFE&(field)skE 4 (property) &=, &
(value) TR EMER, HE. B EE 3—PMuR, afiasEHMEksE, LNRRAPNEFTESERFHIEUEB
E’\Jﬁ%o

{
"name": "John Smith",
"age": 42,
"confirmed": true,
"join_date": '2014-06-01",
"home": {
"lat": 51.5,
"lon": 0.1
+
"accounts": [
{
"type": "facebook",
"id": "johnsmith"
+
{
"type": "twitter",
"id": "johnsmith"
}
]
3

BE, FATTLUA A xR (object) 13T (document) BEMEEN, i, MA1EREMES : 3R (Object)2—NISONL
MiEk——% L FIA%. hashmap, FHE X84 ; 3R (Object) iz ATAEE & Hth st KR (Object), 7EElasticsearch, X
#(document)ix MR iEBERHES L. CRIERTE 2 HHE R R(root object) FFULHIISONEIE (LIME—ID47RFF
174 TElasticsearchd)

MASTTEE

— P XHEARBHE. ©xE88 7 u#iE(metadata)— X FXHEHIER, =MD ATEEY /=2 :

TR $EBA
_index SMASTE EY I S
—type SOAEHERBY A REY %
_id SCHSBIME—47 R

_index

5=Bl(index) % T X REEKHE & BB BIE £ —E R BN F R MRE | X pEIRH T,

Ey b, HNOBIBHEFE#NRSIED F(shards)d, FEIRZE—NME—IPHE MO R DAEE—EMNEZHEZ ), R
m, XRB—LEAMm T —RBNNREFTR2FAXOTF. STFHEMNNEFMS, XEE#EZRES(index)F, FT
B4\ % HElasticsearchx/0BE A,

BT (REIEE) Z5 PIET A BHEERS, BEnE, Fi1¥;iLElasticsearchd F eI ERB|, FiME—FE

BBk E—TREI B, BNEFRAREINE, TEEUATIEIFL, TREEES. LHAER website 4 5R3]
%

_type
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EaAYH, BNERMKRERTI-LESFY, fIN—1 > —BEE. —Nite, IF-—Hul, 8IKREET 1%
(class), ENEELTBUEFSARKXHFHBIE. user FWHMRARSTSER, H5l. FFEmailibit,

EXRBHIEED, BN2BEHEREMAREAE—IRE, A3 NEEBENE Y. BIE, fEElasticsearch®, FHfl
FEAMER % B (type) XX RERNEY, HHthirEkiEs nth2HER/M,

B % Bl(type)Eh A B RIS (mapping)siE £ HE L, FRE LB ERTII—4, A 2 ETHXEBEEZER—T
#5|TF, (B2 % BBIMST (mapping)& &ikElasticsearch AN RN EFRS, BATVESIE (BRED) Z 5 B3 E sLF
EIEMEY, BREAERIIFER M ELasticsearchZ B 3 & EBEWE 4 4,

_type HBAFALURAEH/NE, THISTIHEAKES, HMNFHER blog #H £ BE,

_id

idit R B—1NFHE, B5 _index M _type AAH, FLAILIFEELasticsearchfME— 78 — P3RS, LBl BE— PR, RALL
BESL _id , A LLiLElasticsearch#E 4R E 2 4 .

HET#iE

R AE—LHEMITHE, BNE RED) ZHR. R LEIRIMNTR, Fi1B 2L EElasticsearchf7F # X4 F @
it D FR—E 3, IEElasticsearchfid XiSF e FEHE T,
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REI—1 XX

XA index APIZRE|—FHIBAT AW #FER, BREEBRNEERENHME. EMHA00, X8
H index. _type. _id E—HAE, MALUESRE— _id, HEWBEM index APl AFAMEHR—,

{EFHBCEHID

MRRBITAEE BARRF 2R (B0 user_account FEEEEMEFRRH) , MAATUREBEH _id, FRAXMHER
B index API :

PUT /{index}/{type}/{id}
{

"field": "value",

FIINF AR “website” , Z BUMME “blog” , Fif1ikiFHIIDRE “123” , BBLXPERBIFRFAIGRX A4 ¢

PUT /website/blog/123

{
"title": "My first blog entry",
"text": "Just trying this out...",
"date": "2014/01/01"
3
Elasticsearch#e# i :
{
"_index": "website",
"_type": "blog",
"_id": TalzE"
"_version": 1,
"created": true
3

v IR ERBRE|I B2 WA, XNRIFEE _index « _type A _id JTTEIE, UR—NHFITHR ¢ _version o

Elasticsearch BN X ERAS, BUXE T (SEMR) ERME _version i, 7£ KRAEEHD) = PEHAGRR
WHA{ER _version SHARIREFHN—BOARERE 5 —E2ATHAIER.

H1i2ID

MBHRMNBIEEEBRID, FH17LLiLElasticsearchE # A HRMERK. FREMEET TIL : pur HE “FEENURLATE
ks AT posT ik "EEMTETERTR" . (FEE  RRBEXEFEHEEMND MR, AESEX N
WINEIEAD _type F) &

URLIMTEREE _index M _type BPNFEX :

POST /website/blog/

{
"title": "My second blog entry",
"text": "Still trying this out...",
"date": "2014/01/01"

3

ARABERT £, RE _id FEREKT B ERNHE :
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{

"_index": "website",

"_type": "blog",

"_id": "WMOOSFhDQXGZAWDTO-drSA",
"_version": 1,

"created": true

}

H#ERMIDE22NF/H K, URL-safe, Base64-encoded string universally unique identifiers, 3t UUIDs,
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e FRAE

18 MElasticsearchmi 35 BXXXHY, FA1EARMEM _index « _type « _id, BRHTTPAER A ceT

GET /website/blog/123?pretty

R EE T AEREMTRIES &, BINT _source FEE, ©EETIEAERE| s 1] % E4 ElasticsearchH R 1A T4,

{
" _index" : "website",
"_type" : "blog",
"_id" Ta28M
" _version" : 1,
"found" : true,
"_source" : {
"title": "My first blog entry",
"text": "Just trying this out...",
"date": "2014/01/01"
}
3
pretty

EEENE OFRFRFPEM pretty S8, £UUT LEBIBIF. RikElasticsearchZEAL#H (pretty-print)JSON s 5 LA
BEMBE B A%, _source FERFARWHEEL, SHIHETFERMNHAN—I

GETi#XREIR A AR SIE ("found": true} » XEEKBEXEE2HE, MRBEMNFR—IDPIEENN, KIBLKBE—1
JSON, it found EE AT false o

A, HTTPR RS BHE TR 1404 Not Found' B 200 ok' o« FATAIEATE curl B0 -1 SEISEAR % ¢

curl -i -XGET http://localhost:9200/website/blog/124?pretty

AT A 5 E BT

HTTP/1.1 404 Not Found
Content-Type: application/json; charset=UTF-8
Content-Length: 83

{
" _index" : "website",
"_type" : "blog",
"_id" "124",
"found" : false

3

o= = 1 i)

BE, ceT HKMREIXEHNEER, FHE _source B, BRFREMREASBHNFERERRE title o KD HFEATLUE
A _source S, %/I\—r?ﬁﬁﬂ'lf}{ﬁﬁﬁﬁ%ﬁﬁ :

GET /website/blog/123?_source=title, text

_source FERAERTEHANEKNFER, MBEZIET date FE -

Linux] [0 www.linuxidc.com



"_index" : "website",

"_type" : "blog",

0_dg® g Telpg0

" _version" : 1,

"exists" : true,

"_source" : {
"title": "My first blog entry" ,
"text": "Just trying this out..."

HEMRRIBISE] _source FERMAZEMAITEIE, MRALUX 5K ¢

GET /website/blog/123/_source

EAAIRE:
{
"title": "My first blog entry",
"text": "Just trying this out...",
"date": "2014/01/01"
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BEXEERFE

uu%{T/u\mE’]/\E
&, RBEHTTPX :

ENHERERE

curl -i -XHEAD http://localhost:9200/website/blog/123

Elasticsearchf$&

HTTP/1.1 200 OK

R[E] 200 ok RAMRIREIALEFE ¢

Content-Type: text/plain; charset=UTF-8

Content-Length:

0

R ATFTEIR[E] 404 Not Found :

curl -i -XHEAD http://localhost:9200/website/blog/124

HTTP/1.1 404 Not Found
Content-Type: text/plain; charset=UTF-8

Content-Length:

R, BRARTRAES BB —ZXEAEFE, ERTRTNEDRKRIBFEE, 35— DHREZH R TRE6I B,

(c]
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BT X

Xt47EElasticsearchfi 2 A § ——F 1 RS efth i1, MRFBEFRHOEMLHISHR, FnNTLUER (RBIXHE) Z5 1R
EIfY index APl EEFRB|(reindex) NEE #IE T,

PUT /website/blog/123

{
"title": "My first blog entry",
"text": "I am starting to get the hang of this...",
"date": "2014/01/02"

}

Erha A, i1 LIEEElasticsearchi® _version 18017,

{
"_index" : "website",
"_type" : "blog",
"_id" "123",
" _version" : 2,
"created": false <1>
3

e <1> created #/7ig 4 false ARSI, B % ETEL2FERIDHISIE,

TEMNEB, ElasticsearchB 24732 [H3XAE A MIFRFRIN T — PN mBHF X, IBIRASTETRRIEBEKR, BIRETEER 79
©. Elasticsearch7E R4k 42375 | 5 % B3R e 55 ER 45 ] PR STHY,

EAENEE, BT (BHMEHD PR wdate APl X DAPI BIF i RETIEBIEER, {B5 32 LElasticsearch
BESZAFLEEERNEE, I ROT :

1. MIBXX#EH#5RISON
2. BHE

3. mIBRIESHY

4. FREIFTHY

ME—BIARER update APIER X — I FBRJTE—NE pFinig KB, THEFZE get # index iHK T,
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632 — DT A

YREI—DXHE, BNNABRERTECRT —MHNEERBET — M 24FENE?

iFigfE _index « _type . _id =EME—RE—DE, FTUERFRIEXEZHMAN, &4 £MAXEER rosT HiEKik
ElasticsearchE sh £ ME— id :

POST /website/blog/
{0}

SR, MBREFERBEELH id, Fi1siSsiElasticsearch ;% fE index « _type . _id ZEHEFEFEZHR, #7T
MBIz mEATHAELE BNESHMER—4EB. MIlk3EaECHNAR

B—FAEER op_type TS :

PUT /website/blog/123?op_type=create
{...3

HEEZMWAERIEURLIENN /_create AR :

PUT /website/blog/123/_create
{...3

IR % KRN T — DN E A, ElasticsearchfhiR B 1E E M TTEIEE A 5K 552 201 created o

»—hmE, MRBEHERH index « _type M _id BB 2 7F7E, Elasticsearch{R[E 409 conflict *A MR A, 4i2(E
BEENT -

{
"error" : "DocumentAlreadyExistsException[[website][4] [blog][123]:
document already exists]",
"status" : 409

}
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PR SC

BIFRSIAEE 2 BB RS AT EA—, R A BEMA vetete 750% -
DELETE /website/blog/123

MR TR E, Elasticsearchi$&R[E 200 ok (R ALFIA T oamiK, EE _version HFEL2EINT,

{
"found" : true,
" _index" : "website",
"_type" : "blog",
"_id" "123",
"_version" : 3

3

MR XRIRFHD, FA1FEEI— 404 nNot Found IRAE, kAR X AN

{
"found" : false,
"_index" : "website",
"_type" : "blog",
" id" "123",
"_version" : 4

3

RE XA IFE—— "found" BI{EE false _version {KIBIBINT ., XEAEEFM—ED, CHRES S S TREBE

AUAH EFREIAE,

ENE (CEHXRY —=hREIN, mBR— DXt REIIEIM A L8R, ©REWs R En R, Elasticsearch
FMEEMRCBERNEL RN EF RERB H#ITHRABTHEE,
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24 38 A28

L{EMA index APIEHFIUEBIRE, Fi1EURASHE, MiER, RENEDHE(whole document)—RMEEFHRS, &b
BIZRB |5 K2 EM——Elasticsearchih R 7 i R E R B TR, MREMARSHEBHRT XN, thinlssuEs
=K,

BEwHE, ZHFR—NE#H. HHABNEENBEERERREIIEES, REE nHIEEIElasticsearch RZ2 4 7 LA
BF#ER. AP AR BHRXENNERED, IREE RIBHE Kt FHRNWIEERFLERE.

BENEKERE—NMESEN T, BR—THiEHElasticsearchZFRABELBENEFER, BY4E—1ER,
Elasticsearch/d #J  Z 7L B & —.

—X, BWREM—MEH. BE, ZRNEVMAE TN ER. BRAE 1PN E{THweb#TE, AERN AEBE—4rEmRN
iTH
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Web-1 -_ Web-2

:
\x

web_1 ik stock_count KIZER # web_2 HBR K E stock_count N B2 Hl G2EFE : web 1 BREURE, A—FEH

S
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T stock_count o PIIETE web_1 BT stock_count BIETLEEITHE, XN HECE223HMT, X web 2 BEIEXE

#T stock_count Bt IX N FETEEM, IHMBEREUR T —H47, He22T7aH, 3PMNuzBETOiE. ) - &R2
B Ay BCHErBESWER, SRR HELMIEBENATEMEAE,

FAHEMEE, FIMAEF NN Rk, BEZ & KBNWER,

EHEED, BAfERNTERREH L BEHHERT L%

0,5 % 2% (Pessimistic concurrency control)

BRERREVEIE E R 2 AER, BihRNERS B L E, H TRRRRENIC 8 Kb, SBEMNHIFREE—1TH
EASERTT, REHRERIABMEHBNRRATLUES R THIE.

% 20, FF % 2% (Optimistic concurrency control)
#ElasticsearchfE [, Bz ARAnE L%, BARRKpibiyE, A, MRETFIRPBIBLET Tk, EHRERE

Mo XEHEHRFREEREWMABRDR, RrlERd, TUER2REHR, BHHE (BN IFEERGLA
PO

5 W FF & 1

Elasticsearch@ 0N, LM, FHSMER, ENFIRASHEFIZIEBENE S Y A, ElasticsearchElZ2RE%
MXERSH, EREXESHFREMETLITLEN, FTLF(out of sequence)Fix BV, XFBE—MFEBEER
AR XK it N EREEHHRA,

EXXFHAIRE index . get . delete iR, FAVBHENXEEE — version 54, X PNTAEXEHHN T st hl—,
ElasticsearchfE X _version {RIEFTEIEEHERIEF. H—NEMAHAEFRAZE, CRWH LA,

FHMFA version BiX — 1k mBRBIBARE A EBURZRM £ K, FA1AT LIS E SR version KMBEN TR, WMRBAN
MASRTEREDN, HRMNBFRAERT.

Let's create a new blog post: ;- F 16 B—NEHHEX :

PUT /website/blog/1/_create

{
"title": "My first blog entry",
"text": "Just trying this out..."

}

o AR R AR B — TR, BB version & 1. AEBREINBEHFXD  BEEMEEIwebR 24, &
W, RERERHIRA,

BRBNRTRNME :
GET /website/blog/1

"ﬁ]ﬁ@k@ﬁ*ﬁﬁﬂg _version & 1

{

"_index" : "website",

"_type" : "blog",

"_id" T

"_version" : 1,

"found" : true,

"_source" : {
"title": "My first blog entry",
"text": "Just trying this out..."

}
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WIE, HEAVELEFRSIEREER S, HMNZXMIBET version S :

PUT /website/blog/1?version=1 <i1>

{
"title": "My first blog entry",
"text": "Starting to get the hang of this..."

}

o <I>HMAFBFEHE _version & 1 HEFHFEN.
This request succeeds, and the response body tells us that the _version has been incrementedto 2 :

ERMIN, h ARG HEEAT _version B2IBME 2 :

{
"_index": "website",
"_type": "blog",
"_id": ",
"_version": 2
"created": false

3

SR, MBBMNEFZITHREMNESER, KIBIEE version=1, ElasticsearchiSHR[E] 409 conflict IR ARIHTTP AR, #A kL
R Rl

{
"error" : "VersionConflictEngineException[[website][2] [blog][1]:
version conflict, current [2], provided [1]]",
"status" : 409

}

XEFRBAIHET version & 2, HEHRNMIEEBRETHHRAZ 1.

BNMEEMALEATREENE R, BNTUSMA » EMBABRT X, TfuzE®kFIIBEE— T, mxF LRI
an stock_count , ﬁfl?%gi¥ﬁ*3%§¥ﬁi*ﬁﬁﬁ$1%%&99%&;?7‘%1’150

PR BATFI I BRSCAS B 5 KEBIER version B8, TR AR FEIREN 2 IG5 2 4112,

{55 F A BR b A2 R 4

—TE L R ERA - L MBBIRE £ My T8IEE, AREERElasticsearchi#m¥lE, XEWREMATREELET
b, PEFEE N FElasticsearchd, MRELS N #Ef # X EHIENEY, MRBR LERBIBIFF L 7 2.

MR EHIE EBIRAFE—-N—L £ T timestamp F0J LU F AR AIEH 89 F E——2 {REL 7T LAfEElasticsearch#y & i) F
TFERRTEANAN version_type=external EFAXLERAS, RASHARELR, KFZH/NTF 9.2¢+418 —JavaFHIE
E"] long o

HEIRAS S ZHIH AR A SEL BN HERLERR, ETERE version ERSHRPBEN—, MEXEEZEN
FHEEMRA, MREREE, AEMRESHRIEFHE] version H,

HERRR A S T FEFRB I FMIPR K APIEE, WA ITE 6l (create) 3 XIS E,

Bign, eIBR—NEESAEIRAS 5 BUETIEE, AR A

PUT /website/blog/2?version=5&version_type=external
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{
"title": "My first external blog entry",
"text": "Starting to get the hang of this..."

Erasmh, BAEEEEIHAIN version SHBE 5

{
" _index": "website",
"_type": "blog",
"_id": "2,
" _version": 5,
"created": true

3

REFNBF I, IBE—H version 584 10

PUT /website/blog/2?version=10&version_type=external

{
"title": "My first external blog entry",
"text": "This is a piece of cake..."

HKRINEY % B T HAF] _version # 10

{
"_index": "website",
"_type": "blog",
"_id": "an,
"_version": 10,
"created": false

3

IRAREHETEDHR, BEBOE—MRZBT— #8004z, RN EENABRA ST KT YHT1EElasticsearchFHIHR
$O

Linux] [0 www.linuxidc.com



S R AR #T

(B —F, Bt 7T —MBad R, B, REEREXEMES|FERER S, X218, A, &
F update API, BMAILUMER—MNEREZ A BEER, Gl nEnIig/E,

HEnthit i TEEARAT E MN—E N T REHER, REHE#, update APIASUEBHERMMN, REEX, BNLUERR
ERERET T CHHMIGLE, WEREIRRFEMZ BT — 4 1 £ BEMA update APIRIBHERIMRRAEN-ERRSIRIE, FHithsa
DT Hith T2 AEE S BURZRHIB L,

&4 £M update F KRR EFEZ— N REXESH doc , EREHINEXHPF—AREHET—E, FENFEFTERHE
5, HFEEAM, #MF, BNTUERUTFERAERRIN— tags FEF— views FE :

POST /website/blog/1/_update

{

"doc" : {
"tags" : [ "testing" ],
"views": 0

IR ERAT, FAFER £ index 3% KEmm &R ¢

{
"_index" : "website",
" id" ",
"_type" : "blog",
"_version" : 3

3

KR B BT _source FER ¢

{
"_index": "website",
"_type": "blog",
"_id": ",
"_version": 3,
"found": true,
"_source": {
"title": "My first blog entry",
"text": "Starting to get the hang of this...",
"tags": [ "testing" ], <1>
"views": 0 <1>
}
3

o <1> HMITHIMANFERE 2 HWARIME _source FEEH,
FRARNANBEES
{FFAGroovyiiA

X ELAPITEE# R EKa, Elasticsearch o REMAMA 2 HOHE 45, WAIIEESHAPI, s, B
. REFEERH. BATLUES KO —ED. RFREIAN scripts 3R5|30E ME & MK T3 44T

PAIBIA 2 5 BGroovy, — MRURBINEEFEENMAZS, &4 % LlF Javascript, ©FE—NPE(sandbox)F iz
17, LBGIE 22 » % ifElasticsearcha ¥ & R % 25,

RETLE HASEXXHE) PREBESER.

Linux] [0 www.linuxidc.com


http://groovy.codehaus.org/

FIARBES EF update APIERE _source FERMIAR, BEBIAMRNIRLL ctx. _source T, HI80, AR LMEREIARINES
E’\] views #{% :

POST /website/blog/1/_update
{

"script" : "ctx._source.views+=1"

}

Hnm A UERABRAEIN— N5 22 tags BaP. EXMIFH, BNELT — N5 LM SEMAEE % S TEHE
B, XfFElasticsearchRFAIUEEFIAHA, MARERZIBINHT 4725 ot AR 52 FHIA ¢

POST /website/blog/1/_update

{
"script" : "ctx._source.tags+=new_tag",
"params" : {
"new_tag" : "search"
}
3

AR ST A N ARG KBS

{
" _index": "website",
"_type": "blog",
"_id": ",
"_version": 5,
"found": true,
"_source": {
"title": "My first blog entry",
"text": "Starting to get the hang of this...",
"tags": ["testing", "search"], <1>
"views": 1 <2>
}
3

o <1> search 134 B2 #WRNINE tags #E,
o <2> views FTEXE2HIEM,

BT & B ctx.op A delete FATATLIMRIEAR T MIBRAE :

POST /website/blog/1/_update

{
"script" : "ctx.op = ctx._source.views == count ? 'delete' : 'none'",
"params" : {
"count": 1
}
}

BT A B N A RIS

BRI M EEElasticsearchZ 4 x| K B+ ez, BEEM 7w e nE, FANEMX D RAEB N K E, BMRZZNHR
H, NATHEZINHBBEESS. ARNKBEF—NTEENNE, FHFRK.

ju

FEZFERT, BOTLER upsert SHE L XILRFEETFIE o 61,

POST /website/pageviews/1/_update

{
"script" : "ctx._source.views+=1",
"upsert": {
"views": 1
}
3
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B—RPATEANER,  upsert EHFRE| A — DI, #IERIE views FEEH 1 BTRXEEZEE, FTL script MEBHAK
B, B0 views HE,

BT

BER—HENEH, BNNE T OMERR(retrieve) 1EEZRS | (reindex) FIRIFE/NNE O, AR A HZRME T 5 % SR8
R, Fit xETEEZLBGR, B—DEMHATRE update #ITERIRB|6HER T XY x MIERIKIATTAE % &£,

AT ERE KRB, update APITEHFR(retrieve)rEX 4 RSIAEMIHRT version , AREEEEZRRS(reindex)HEil
1§ index iFKIBR, MIREM #IRTER FR(retrieve) IE MRS (reindex) /- ERIETR T SXAY,  version SFTEEMICED, ABE
R,

stFZ A PARSER, XHEEERTHAER, AN, A ARBERMTEx LE, ENRRERNHFFRL—NR
L&, B —EHMN R 2EF 2 XBEHEA,
LA LLEE retry on_conflict SR BEIRRIBEE #H5TM, XH# update BIENRTEL E4ZFATE R XAMEBRIA A

OO

POST /website/pageviews/1/_update?retry_on_conflict=5 <i>

{
"script" : "ctx._source.views+=1",
"upsert": {
"views": 0
}
3

o <I>7E{i2 % ERIEXBEHSR

BIE A TRIE I B MR T RARE, BRZE—MIRFEFEEEEMNE R, FII0 index AP, FER“REREEH(last-
write-wins)”#J update API, {EE{KIBIESZ — version LS #IRER % 93 % #£5l(optimistic concurrency control)
A EARE F m SURAAI AR AN
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Wil p X BB AR BRI Linux A% Wb

Linux A%t (www.Linuxidc.com) 200649 H 25 H yE M 5@ M %5, LinuxELLE B4 A%,
R 52 VR SRR — R E R4, IDCRE B M EIEF0y, LinuxIDCHlL2 & T
Linux s ey .

Linux 2y 2 Tl I Linux R G811 IRl SER & AT S Linux 359, ALFELinux.
Ubuntu. Fedora. RedHat. ZLJLinux. LinuxZ(£. LinuxiAiE. SUSE Linux.
Android. Oracle. Hadoop. CentOS. MySQL. Apache. Nginx. Tomcat. Python.
Java. Ci&3E . OpenStack. ERFEEHI AR,

LinuxAft (LinuxIDC.com) W& | A —EM /I Linux % @i H .

Linux2A4t Eusmak: www.linuxidc.com jE T ®xs: www.linuxidc.net

fF5: Ubuntu £/ Fedora £/ Android £/ Oracle ¥ Hadoop &
RedHat £ SUSE £/ 4 jE Linux £ CentOS £

A Linuxai
"o

www.Linuxidc.com

Linux AHMEAAS: linuxidc _com

WisE—H

liInuxidc_com



http://www.linuxidc.com/
http://www.linuxidc.com/
http://www.linuxidc.com/
http://www.linuxidc.com/
http://www.linuxidc.com/
http://www.linuxidc.net/
http://www.linuxidc.com/topicnews.aspx?tid=2
http://www.linuxidc.com/topicnews.aspx?tid=5
http://www.linuxidc.com/topicnews.aspx?tid=11
http://www.linuxidc.com/topicnews.aspx?tid=12
http://www.linuxidc.com/topicnews.aspx?tid=13
http://www.linuxidc.com/topicnews.aspx?tid=10
http://www.linuxidc.com/topicnews.aspx?tid=3
http://www.linuxidc.com/topicnews.aspx?tid=10
http://www.linuxidc.com/topicnews.aspx?tid=14

MERZ AN

{&Elasticsearch—#, #RSDIAUKIBIRR. BFH SN HRTLUBBED 4R LMIM LT 4, WRIFREM
Elasticsearchf# 3R Z N, HF—N—PHRER, BRMARXNZE—DiE KB FEAmulti-getsiE mget AP,

mget APIZEE— docs 4, BAEMENH RESL— DM _index .
MAERNTFER, BATLIESL— _source B8 :

_type . _id JTIS%SHEQ tﬂ%fﬂ?ﬂﬁﬁi’é—ﬁ\ﬁﬁn

GET /_mget
{
"docs" : [
{
"_index" : "website",
"_type" : "blog",
"_id" 2
3
{
"_index" : "website",
"_type" : '"pageviews",
"_id" 1,
"_source": "views"
3
]
3

R A EE—A docs HE, BINEZEE—Nran, BARREKELHDAFHI, BN X HMH LS $IRER get

request+f 5 AHER :
{
"docs" : [
{
"_index" : "website",
"_id" : 2",
"_type" : "blog",
"found" : true,
"_source" : {
"text" : "This is a piece of cake...",
"title" : "My first external blog entry"
}
"_version" : 10
i
{
"_index" : "website",
"_id" : T,
"_type" : "pageviews",
"found" : true,
"_version" : 2,
"_source" : {
"views" : 2
}
}
1
3

NSRRI TR SEER — _index 1 (BEEE— _type H) , MREAATUFEURLAE L —PNEGARY /_index T

% /_index/_type o

RIRIBRT DATE 3 A0 R A X Lo

GET /website/blog/_mget

{
"docs" : [
{ "_id" : 2 },
{ "_type" : "pageviews", "_id" : 13}
1
}
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Ex b, MRMAEXEEEHERE _index F _type , {RATLUER 4 £/ ids FARNKETER docs $04A -

GET /website/blog/_mget

{
THARD g [ U7, T4 J
3

ERBAE KRB AN X FREE, BA1ELT £ % plog, BRIDH 1 BIXKI £ A pageviews » X DRFIERIHY
SAE R RS AL,

{
"docs" : [

{
"_index" : "website",
"_type" : "blog",
"_id" "2,
"_version" : 10,
"found" : true,
"_source" : {

"title": "My first external blog entry",
"text": "This is a piece of cake..."

3

+

{
"_index" : "website",
"_type" : "blog",
"_id" ",
"found" : false <1>

}

1
3

o <> BNXHEREHE
EE EPBEAANEAEEHFFR AB— P XHEBRR, BP0 R R SRR,

AR

REMEREE — MR BERILE, BHTTPHERRALERE 200 » Fx L, BMEREXEEHETE, #HRBEIER
B 200 , RERE nget iFKAFHH T, MREHEBPIXEEEHMLMINT, REFELE found #i.
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BN ERF

LR mget FEFFAT—RMEARRE N —H, bulk APIFHFIAMER £ — 5 KE L NS DY
B create . index . update B delete , X3tFRB|EEFHEFHXHNBIBRIEEER, SNITUUKRE LTHEIES—
MRIZR #1755,

bulk iFKAMT, EeE—RAEAIE :

action: { metadata }}\n
request body I\n
action: { metadata }}\n
request body I\n

B N e N )

BRI L UTFA "\ FSEERERN—T—THISONX ] i(stream), ANEEZMNRFEETE -
o BTWME "\ HESLRE, SERE—T. ZEBRFHBTERNDBMEBIFT,

o B—ITHHETEIEREHE LIBRITH, ENRTFRIT—EZBREBEISONTEEMELITHIL,

£ (BERRX) —ZHNNBT A2 buik APHER R PR,
action/metadataix —47 % 3L T 34447 4 (what action) % £ £ X #4(which document)Z £,

17 # (action) s si @ LA JLF ¢

7 s

create X TREFER B Z. # 1 (el

index IR E R BAH, 1 (RBITH) M (EHHY)
update BEEH A, N (HEEH)

delete BIBR— D34S, W CHIBRSCIE)

EFREl. 8. BHMERE D AIEESCHEB _index . _type . _id X EETTEIE(metadata),

BN mibR % K EREBRX A
{ "delete": { "_index": "website", "_type": "blog", "_id": "123" }}

it KA (request body)HSXAEH) _source A——NHEFTE SN —LFERURE M, B index # create BIEFTM, X2
BEED R iR ARSI,

XEEF W update RIEFTLE, MR iFKARIARK %5 update APl (doc, upsert, script FF) —H, RRREEARE
i% Ki&(request body),

{ "create": { "_index": "website", "_type": "blog", "_id": "123" }}
{ "title": "My first blog post" }

MRESL _id, IDFSWEHCIE :

{ "index": { "_index": "website", "_type": "blog" }}
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{ "title":

H TR R ERE—R,

POST /_bulk
"delete":
"create":
"title":
"index":
"title":
"update":
"doc" : {

e e )

"My second blog post" }

bulk iF3KFT & BXHM ¢

{ "_index": "website", "_type": "blog", "_id": "123" }} <i1>
{ "_index": "website", "_type": "blog", "_id": "123" }}
"My first blog post" }
{ "_index": "website", "_type": "blog" }}
"My second blog post" }
{ "_index": "website", "_type": "blog", "_id": "123", "_retry_on_conflict" : 3} }
"title" : "My updated blog post"} } <2>

e <1>3EXE delete 1T (action)& B iHK{E, © %#EE 5 — T4 (action)
o <2>itBRE—THITH

Elasticsearches i 85— items 48, EF N TE—NiE KNSR,

"took"
"error

.4,

s": false, <1>

"items": [

{

1%
{

1%
{

1%
{

1}

1}

"delete": {
"_index":
"_type":
"_id":
"_version":
"status":
"found":

"create": {
"_index":
"_type":
"oidn:
"_version":
"status":

"create": {
"_index":
"_type':
noig.
"_version":
"status":

"update": {
"_index":
"_type":
"oign
"_version":
"status":

"website",
"blog",
"123",

2,

200,

true

"website",
"blog",
"q23",

3,

201

"website",

"blog",
"EiwfApScQiiy7TIKFXRCTw",
1,

201

"website",
"blog",
nqp3n

4,

200

ZHRIAFESHA# KR FEER :

o <1> A F ik REKINTE Mo

BN Fi REBIRIEIMAT, A= DFig RO AT -aHEEHER,

IMREM—DiF KRR, WEH error #riefH ik

BA true , REHZIm Y REE LR RPRERS :

POST /_bulk
{ "create":
{ "title":
{ "index":
{ "title":

{ "_index": "website", "_type": "blog", "_id": "123" }}
"Cannot create - it already exists" }
{ "_index": "website", "_type": "blog", "_id": "123" }}

"But we can update it" }

o R FRFRATIFEE create XAY 123 Km T, R XHEBELEFEE, BREEMTE 123 EHITH index iERKMINT :
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"took": 3,
"errors": true, <1>
"items": [
{ ‘"create": {
"_index": "website",
"_type": "blog",
"_id": "123",
"status": 409, <2>
"error": "DocumentAlreadyExistsException <3>
[[website][4] [blog][123]:
document already exists]"
2y
{ "index": {
"_index": "website",
"_type": "blog",
0_ai@]v8 RIS e
"_version": 5,
"status": 200 <4>
1}

o <I>—AHZMiEKEK,

o <2> XNEFRMHTTPIR S B HARE # 409 CONFLICT o
o <3> 4z HRHBA T aiE Kz,

o <4>BEZMEKRINT, KAEBRE 200 0K o

EEGE bulk FRPARRFBF—ENTREAES. BNHREFRHDTFH, AUENHERNBSERTHRETE
1%,

TEER

RATBEER — 1 index THIR— type B ERSIAEHIE, 4B N UEIBEHERENTHIER S R, FHE nget
APl, bulk i#RKBAILAFEURLAER /_index BX /_index/_type :

POST /website/_bulk
{ "index": { "_type": "log" }}
{ "event": "User logged in" }

IRKIB R LAB Z TEBIEITH _index 1 _type , IR BBEEZN EREMAURLAEIEHBAE :

POST /website/log/_bulk

{ "index": {}}

{ "event": "User logged in" }

{ "index": { "_type": "blog" }}

{ "title": "Overriding the default type" }

ZRFTERK?

BIMEFRFERMEZEI B R SBRER, LU REX, AHSHRTANAEREN. B—1TRE
B9 bulk RN, Btz DA, HRETBRATMAETRERE,

REXRD, BAFAFRRE—TEENHE. ERE2IURTRIEHE, RXEHWRNNE 2EURRIIFERN G &, FEH
2, XPMRES(sweetspot)iz A S HEIM :

FENERIFENE, BEXNIE K, YMHEFRRE, #BREMURHNKNAKRT., FHRIBMETUE
1000~5000 2442 1), HNRRIIXIEIER K, AT LUEA s /NIHER,

BEBEERTRiERIROYEBENNRIEEERN, —F MBI —F NIMBH X ATHER, —NFRHR ZIF R
1E5-15MBK /N o
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'35

‘o
AIEMRFE ML Elasticsearch HF— N BRI MHF T, AT UF 4, BH. RRMBERE 1, MEMAEMNERE

M#iTx—t]. XWERFEFREEM, REFNEZRABIES S AN, AINOMAEXEAER, BirHRnEkit
#w FIMAES R AR P R £ ERIRBISEE KRB NERRE,
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DT

EE—F, BB THBERARIABLIRECNWFMERE. FEHNERRE THEXTHRIERNAEERFOGN
REVERR A Y, SMERMNE T IBERINE A ZM RAEBEMERIEEElasticsearchil{A N H ERSBIFMT
{’FO

E—BEHRAVRAR LERER e ¥ KA MR E iR AIER NEAED B R LR F#H,

==,
AR

TEHHERREEF LBz, RFW% % T HEAElasticsearchfF e EFTENE ¥, 540z kR
%P,

i3 X—MaREBLRT BT RAMAIE, FirMAMEXEERULURSE, MUSEHKE ¥ T,
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B S E 2 R

LRFRB|I =AY, EBWEF#ELM—1NES R L, Elasticsearch2 f1{al F1:8 ST E F a9 B BIIE ? B4R o) B— PN
M, SRNAMER 2 zFHED F1EE F2 L0 ?

HBETREZMENEN, BEHHNIRELRIME, Ext, ERE-DHENEERE :
shard = hash(routing) % number_of_primary_shards

routing AR —MERFR R, BRAR _id BHEALUBEEL. & routing FRBELBHHBER—ME, AEHKRU
FH)AMHEET— D RE(remainder), REBBEEKiZZ o Fl number_of_primary_shards - 1, XPMIFHIERFE IR
END A

EMERET A LED ANREBREERRS S ELBETEER : IREDHFHBEBERELRLT, FBLAMEEET
KRBT, XHEBRKZHEFET,

AR ANEERENEDARIELENY REGRER, AEd, FERASEFRFENHEZ LY RESES.
BT (B EFiti.

PREMIXIYAPI ( get . index . delete . bulk . update . mget ) BRIEIL— routing B8, EREBEELXHEEIDHH
BsT, BELEHERUBRAEEAE—ABIMNETFR— N AN —BREER—2 R L. BEE R &9
WHBRIR A AT E X LM,
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EDRMER D FN@ERZE

AT HRER, BNBREEZDY RNER. e88—PUHH vblogs MEBIFMARATNES . BIEDREAINESS
F. HRAND R ARBER—INH RLE, AUERNBOKEZ X

NODE 1 - * MASTER NODE 2 NODE 3

Ro ro| R R

CLUSTER

BAREY 2 EF RAEHFER—TP R, BN /RBERAREBERE K, 817 REBMEEEEAMERN % R, AL
AL Rz 4 BIREN Y R, TEMNGIFH, BMFLEREHEKL node 1, ZDPREAMFEMZAHKD R
(requesting node)

R’

BHMLEFRK, RENEEZEFBLAAE H RER, X ATTE R #.
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HEE. REIFNMPRIA

. REIMBIERARBZE (write)RIF, TNOAEEDH ERIIFTRT EEFEBRNEH D H L.

NODE 1 - # MASTER NODE 2

Ro ro| R A1

TEHMNFNEEDFHEFD F ERIIHFE, REIHBFR— D XD ERRFS 5%
1. % Pims node 1 KIXHTEE. 3RBISMIBRA K.
2. PREAXHEN id EXHEETON oo B8 L HKE Node 3, OF o IFXPFRLS
3. Node 3 EEDF E#ATHK, MRBI, T L KEMEEBGT Node 1 Fl node 2 BIEFIH R L. HAMBEMESH R
WEMI, Node 3 MEMMELF KNP R, HKNP RBRELE /.
B P IR RS of i e R, BB B2 W E R TED A FMMENERID . MEMERENT.

BRZMARMFREMA A MBI — i1 52, MARE I — L RIREMAE, X —k RBVERAE %ElasticsearchE 2
Baslk, it AT ABHTER AT —L gt

replication
SHBGARER sync o XFFHREDFBEIEH 2 FEIKRIA &L EFIREL

INRARZXE replication # async , HREEDH LWEHTEURBOLE Pin. ERIBS# L FRAEF Y R, BRES
MEEF Y RRIEE.

EEME DN ANENEA, BAM sync St iElasticsearchi@ bl 1% 4 4. async EFITRESRAAERSFZEE D AR
HHIER T % %18 28955 KM {EElasticsearchit #,.

consistency

HAED R EZREANTEAEHRE (quorum)Fit FMD K (AURES SFEF Y R) TH. xZMIEBRERE AR 4
B4 DK, AENBEFERNMT :

int( (primary + number_of_replicas) / 2 ) + 1

consistency FCiFHIME A one (RE—PMEDFR) , all (FREELRMEFRDF) HEEAH quorum it 0 FH,

IR number of replicas BEFRSIHHIHILE, ARELEFDHNHE, MAZBAEEHNES S SHIKE. WMRIREL
THREIBINTERH TR, BAEHER :
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int( (primary + 3 replicas) /2 ) +1 =3

BIMREAB2N =, BMRASED D F TS AENE, HELTEERRE| S M bR EM X,
timeout

LR RIATER/EH ? ElasticsearchREFFELZH DA KA, BAFEF—D4, IRFBE, RALLEE timeout BHGLE
TRIEMER 100 RR100ZF), 305 /308,

¥ .
AR

MRBIBOAE 1 MERID A, ZEREN T HE quorun WERFERNEHND F. SR, XD BRHELERN
E—y RERPHTRIE, HTEFXDEE, NERERBTE number of replicas KF—at FEM,
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e FRAE

MXHEES MED FHEZ—PERID AR R,

NODE 1 - * MASTER NODE 2 NODE 3

TEENFNEEDAREHD A LR ELERIRFS 5
1. & pifs Node 1 % Egetiz R,
2. P REAXEN _id REXHEEBTOR 0. 08K o SEMNERINRFE=ANY L&A, e, B %5 KE node 2 o
3. Node 2 JR[Elendangered# Node 1 RAEIREIAR /i,

TR, ATEERR, R REABDHREBFRAND F—ERBARED REIE.

AHNERE, —IMRRINXEELFETES R LARERRERASHEF S £, X B F R/ EXEREE,
IR REBINREXE, —BREFRMINEE LA 7, XENEESRNEFS FHER AN,

Linux] [0 www.linuxidc.com



SEIES a=

update APl 28 T ZBHREIN 2 EHER,

NODE 1- " MASTER NODE 3

R1

TEHENF NHTERBREFLEARFL 5% ¢

1. & P Uss node 1 R IEFHTH R,

2. BHEZFKRIEDRAITET & Node 36

3. Node 3 MEDF#HFTRHAY, BW _source FEXHIISON, REHEENH LEERRS, MREHMARBRT XN, &
LA retry_on_conflict X BHURBER L %3, AR KT,

4. BN node 3 INEHI XA, TR 4% % SHEBFARAE] node 1 F node 2 EHIEHIF RILEREFRS, BFMEEH S =5
EI, nNode 3IREIKINA FHRY R, REROLE »if,

update APIRIERS (HEE. ZREIFMMPRY =1 IREIM routing “replication” “consistency # timout S,
ETF NS
LENR#HELBERLERND R, FTAR#L2EHMEKR, ML BN XHEIFRAE, eEx LBt g a6 R

BESH, ENHTEREDXMIFES £ 2MHEE, NRElasticsearchit £ B 2B E K, BHRERFETRER &
M, FBEEIMEER N5 R ST,
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ESEEILEN

mget Fl bulk APIS#IRBICHL XM, ZHBiHK T REBENXEAEND . BIES XX KIFRED D B X%
K, REHLXEBTEE5HT R,

—BEBIBN YRS, REBEXE-AyAGH— P 2REAE, KERELE >k,

NODE 1 - * MASTER NODE 2 NODE 3

o] () o [ra [ro] [
NS

TEHATE F IRE—D mget HRERE N EBRFS 5 ¢

R 1

&
=
=
-
o

1. & PIfE Node 1 X 3% mget 7K,
2. Node 1 ABND R HMEBE—NERBEARFR, RAE#LIXLEFKRAENELFREHSF L, BRMERE#RE
K, nNode 1 MERA K FHREIAE iR,

routing SE AL docs FMIEPN XL B,

NODE 1 - * MASTER

«) [
s

=4
5
3
W

TEFAEFIER— bulk HITZD create . index . delete # update iFKBVFFES 1% :

1. B PURFA Node 1 £ 3% bulk 53K,

2. Node 1 AEND R HEBIEHR, REHLIXLEFRAFNEDH L.
3. EDR—ME-—HERFEMTEF. S—TRENTR, TDR#LFXYE (FERRBRD) axtaNEHNTR, RE
HATT—PERE, Y KR REMAERETE, PR/ELHFRI R, #KDY REEq g FROAE ik,

bulk APLERAILATER L Z{F A replication # consistency 8, routing SN EFNF KB THEIEHFER,
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AT L= FIERBR?

LFHMTE (MEY —ZhZEy THEFRE, RITERN : “HH 4 bulk APIBE# THNETRER, MARER nget API
— i fEFHJISON%A 7

HATEEEXNEH, BNEEGEHINE—TER:

HEHENSIANXEBETARNES R, MDA TRRIBTRETNEN Y RL. IBRREREPNENMRF
(action)BEHH % Bzt mHI2 F A ¥ = Lo

MREBN 2B KEDEFISONEAH, BEKRERNFE :

o fRHTISONA#A (BIETHEEIE, "REIEEKX)
o HBEBMNEFRRE L ZEHRIDH L

ABND FAE— e RevEa

R oMb ix Lo 45 48 ) NER ¢ s A& =

o XiEFREBIMFH

ZAAT, BREAEMRAMEEZ AR LERNEE, ®EoBESEIRL wERFIVMIER S EY s [ 447 7 B4,

B 2B, Elasticsearchi] @ MM % 2 HX A —1T— T EEZ IR, ©FER %772 s M#faction/metadatatT, L
REILESD B L IBIX D iEK,

FETEREEZ LB ENDF L. ZERBETRES, REZRIEEL 1. BN R R BERR/NOREERIT.
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BR—EFRHNTE

EIBRTAH I, BNBL22RT MM {EMelasticsearchfE A —1 4 £ BFINoSQL KA I3 75 = ST 77 ik B ——F 41 =T LU — A
JSONX #4444 Elasticsearch, tELIARHEIDIAFRE 41, {BElasticsearchEIEig A2 2 F A LUMEBEMEIEFHRHEE LK
FEERE—MXEBIEELEMER,

TR A AHAER L LHISONIRY, TIRRTLEHBI—#HI5HE. Elasticsearch TR ATF #4(store) i, thazka|
(indexes) ST A AR {2 7 UHFIE 3R,

BN UEENTERMSETERSIFHE L4, MERNWLt, £ %548, Elasticsearchrl MERAMBMIZRE], LIFERIRHE
EIREIZR, RiLRKL T%E &5 8IEEN—LL KA,

A search can be: #%(search)a L1 :
o TEXLITF gender HE age IHMIFEREMALMIESH, join date XHHFER EERAEEEF, MESOLML LS i—
=
o XK, FILMEAMAEFEREERXET, ARERBXE(relevance)BiFREI% R,
o HELZABLULEASE,

BLERMEFHEEAM, # T E9iEElasticsearchf0E 1, MEBERMUT=/MES :

BR&T(Mapping) BIBEESNTEPE A
2 #r(Analysis) 2N A IR A LIRS SR
SN EE S % #9(Query DSL) Elasticsearchff IR EH. BRI E 425
D ERIMENRHMRE—TIERNEH, FBNRE CRAER) —ZRdeil. AEFHRMENMZR=ZaN—EEXER

—— R B BRI T AR SR N THERA,
HATRHERR G 2P AR search AP
) 3% B A
ARE ¥ X F RO BUE AT LATE ix B4 3% Elhttps://gist.github.com/clintongormley/8579281

RET LA 3% Lo dn 5 B B R Ui R a AT AR AT DL e BR A BB
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R

RERNERAPIK £ 222 % (empty search), ©RBIEEMMMNE HRM, RHROIERHFESIFHIRMAE X :

GET /_search

ERE (AT HRENE) BBTIH:
{
"hits" : {
"total" : 14,
"hits" : [
{
"_index": "us",
"_type": "tweet",
"_id": ",
"_score": 1,
"_source": {
"date": "2014-09-17",
"name": "John Smith",
"tweet" "The Query DSL is really powerful and flexible",
"user_id": 2
}
}H
. 9 RESULTS REMOVED ...
1,
"max_score" : 1
i
"took" : 4,
"_shards" : {
"failed" : 0,
"successful" : 10,
"total" : 10
i
"timed_out" : false
3
hits

o PREZNEDZE hits , BEEET total FERRTILE IR L,

hits BAFHENERETE _index .

hits BAF DE T LERIMATI0REIE.

_type FIXHEBY _id FE&, BINAZE] source FEXHR X EHKEEERERBPEMNE

AUEEERSEBXE, IT™REMEREIZERRBIXEID, FEMREIREFIHE,

BN Y R#E— _score FE&, XREHEXMEES (relevance score), BEET XI5 & igMICERE., BiAH, RO
Rk g RAROAEBIESENM ; XBWKE, SRIXE score BFEHIAIM, xMIBERT, BiREEEETM L4, FRURE
AR R MR — B, RFAE LSRN score BZEIVE—1H a4 1

max_score TEHIRAIA XIYIEHE % 49 _score BIRA {4,
took

took FIFFMEBEMERFKE K HEWE.

shards

_shards P mEFRENSEE DR (total FE&) , BELVEMINN ( successful FE&) , BEDHERMH
( failed FE&) . BEBNAGESRERR, T3 XNEITREL %, MRBMEZ—LERNKESHESFFEFID FEB
WEE, AR FHBIRIN TS A0 e 5RiE K, XFERT, Elasticsearchf iR S0 F failed , BTk sRORIKD H
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==== timeout
timeout
time_out A EHFFEMNE B 5T, — KM, BREKRKT2Br, NRALRELTENZEREEE, RIUE
(10=#) , =&\ 1s (1)

SL timeout B A 10 THE 10ms
GET /_search?timeout=10ms

Elasticsearchf$iR E11E i% KB ad AINE RN 2 R
Bt RN E—DETEEE: (circuit breaker) (G2EE : XTHRSRNEMRFEES) .

a9 e
- |
FEEHOR cincout FRELNTEH, SRASHTEMIFIEE SR T SREX N 2%, HEE, Reak

]

ATEEKIB AT 214, REZRE2W L%,
FAB R Y T TR L 5 TR (35T : SLA, Service-Level AgreementfR 4-ZFwthil, BB H L5F

K) R IEBEE, MARRE D IRBHETHIT Kot B2 1THE ),
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% 3RBIHM% 4% 5|

REREEHRI L RPRE 5 BB kB TARMRE us # gb o

user # tweet

Bt RAIE RN ARSI £ B, RN ILUESEREPIEERAE XHER, Elasticsearch# % R 5 REIEFHPEITHNED AL
BN RMERIS K L, WELRBERZFMHB+HMEE L F .

BE, 4, FUBER-IHNTEENRSIHAE, HFMNEEELELURLPIFRS L Bk JIxNEH, Hx#
/_search

TEFEREIMAA £ B R

/gb/_search

TE3R5| g0 BIFTA £ BrhiER

/gb,us/_search

1235 gb # us BIFRHE % BUhiE5R

/9*,u*/_search

TELL g 30 u FFKBOSRBIRIRRE % BUrhidsR

/gb/user/_search

TEFRE| gb BI% B user IR

/gb,us/user, tweet/_search

TE3RE gb N us B9 B user I tweet HIESR

/_all/user, tweet/_search

TERTEFRBIM user F tweet ¥R search types user and tweet in all indices

YIRRFREE ¥ —FR5|6, Elasticsearchit £ RixREZPREIMNEDAHB I ANEFHSA L, RERESFIIHAH
#R, BREESIREIEZAH#NAR—R T HEFLHD K%,

BE

BR—I®RBIENEDFFSDREIZE—NTDRER LR—HH.

BTk, REERZLY $ERMARENY BRGERFRERN T E,
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Pl

(Z#R) — 7 HRBENERBPEAN TN () #BRiEE, £HRABLONEIE nits Hadh, HNNAE
B HE M ?

FISQLERA LviT K FIREIRBE— 7L R—#, Elasticsearchi®%=: from 1 size 3K :
size : B, BRik 10
from : Bkid FFEARI 5 REL, Bk o

MRIFEER 2 TENER, RAMIEZ, MWiERMT :

GET /_search?size=5
GET /_search?size=5&from=5
GET /_search?size=5&from=10

BZHLD ARRIE—RERASHLER, SREEOFEEHF. BR2eE—TMERIREBEIREI2H. 80K
ERECHEFFHNER, ENEETERPERFFUARERIFER.

ERERAPRED T

A TEBRAMTLEEDARE AN, itBMNBRE—NESNED FNRE|IFER, YHMERERNE—F (R
1%/10) =, BN F *4£BC&Riml0NERAGBIRE T 114 %K ¥ KR(requesting node), EEHIFXMAERNS0D
2R HmIRe910 M & R,

MIER A #HKEL0007 % 5£10001%10010, TEAXEER, FARZEND FEBY 4 = £ minA910010D
%R, REHEKP RBEFiX500507 & R F £ 500401 |

RAUBEREDTRNREH, HIFLRNEEBED AARAMKEEL K. ZEEH LML ERBZEREMEDT
AEIR[E % F1000 & R E R,

TIP

£ (EERB) =y H RS MBI RAE X
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BRZEEER

search APIE &R % : —FE 4 IR & i F TR (query string)FFrESE0ER £ WFEFBREL, »—MhRAFER
JSONSEEEM RN % KK (request body), XMEEFRz UM HIb44E8 (DSL)

_é_rﬂ?ﬁ%?E%XT:FEﬁ%ﬁ'Fxéﬁﬁiﬁ,ﬁ\(ad hOC)EléﬂﬁfﬂJﬁﬁﬁo BN N ER LA LB A tweet FFE tweet FERH
@‘é‘ elasticsearch ?ﬁﬂ’\]ﬁffﬁ H

GET /_all/tweet/_search?g=tweet:elasticsearch
T—NEEEH name FERPEE "john" M tweet FEXEE "mary" MR, RrrMsgREE .
+name:john +tweet:mary

{BRBE Dby 3 (percent encoding) (3ESE : BiRur42) BEFM & HFHESH T SRR

GET /_search?q=%2Bname%3Ajohn+%2Btweet%3Amary

e BIARTEARRERMLARH R, £UR - ATARTREDATRFBR. EREUNREE « 3 - KT &M
—EEES, MRS,

_all FE%

REEE "mary" FRRFFE S G £E5R
GET /_search?g=mary

TERI—NMIFAR, FAEER tweet BN name FEAITEZENFTRNER, AWM, I NEAREANZERE=ATENFEHRS
ﬁ "mary"

e A prHEFE ‘Mary”

o “Mary”% BI7S ST

o Hat‘@mary"Bi—PHEX
Elasticsearch 2% /&L EI =N T RFERNE R ?

YIR%RE| =X, ElasticsearchiBff B FRFRFERMEEERBME—DAFERFEP, SRR N —MFHRHNFER a1, i
o, HERB|IXADXH

{
"tweet": "However did I manage before Elasticsearch?",
"date": "2014-09-14",
"name": "Mary Jones",
"user_id": 1
3

RIFLEFRAEAN T — DM _a11 BUERAFERMA ¢

"However did I manage before Elasticsearch? 2014-09-14 Mary Jones 1"
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&R FRBEREMFERBEEURER a1 FRER,

TIP

_all FRATFHE— M AR Z2—NERNRYE. 2F, NRMELFEREAE a1 FR, RIERLSREEM
A, 4 a1 FRAFEA, MAUMERE, Z1MRE (2FR) E5 @ik,

BE XHEE
T M ERMRNIED
_all field
e name FEREE "mary"  "john"

e date BT 2014-09-10
e _all ?—Eﬁﬂﬁ "aggregations" E‘Z ""geo"

+name: (mary john) +date:>2014-09-10 +(aggregations geo)
HEENEAFRRLR/AIRED W%
?0=%2Bname%3A(mary+john)+%2Bdate%3A%3E2014-09-10+%2B(aggregations+geo)

MEMELEEINOF, & 2(lite) 5 FRB|EREANRBR, EMNEHEE RE (LHFFHEE) By @b, 5EX
MARAHNFSARNRTE 2B 80, IXTFRRIT T REEHIEFLREATIHEER.

AT, PRETLAEE G &% E T elEfR R mk, MECRKE—z 9FFRP—Dw/iiziEez,
®-. . /3 UMK BORO4 AR R,

RE, SFHERRAFERR P ERIPEA—IFRETEENES1EE, TRREVEESEEZFEMFNER A
&O

TIP
oy xERE, WNTEVEERES HFHERRLA 7, BRIEILER » 3 TROBIRFERE.

IS8, 4= FEHN—BRKHEINEERE RIAEFRAP, CREERIITEMENES, EEES, ETHRENCH,
NE%EEEEHIERIMN{TTEE asticsearch R #EZR 31 #,
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B &t (mapping) L5 F 2 TR £ BURAA, BN TERICHD 4 — TP ERIEIE % BY( string , number , booleans ,
date &),

S (analysis)HLEI B F # T2 XA (Full Text)B92 33, B RANKRAZES,
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AR G K2 73 47

YERS R EBHEN, BHERE—EFENE, FLEABUERRFT ¢

EREIhAL2 M tweets, RE— NS HHA 2014-00-15 , BEFHNEE FE L 9HM total hits,

GET /_search?q=2014 # 12 MR

GET /_search?q=2014-09-15 # B 12 TR !
GET /_search?q=date:2014-09-15 # 1 —1gR

GET /_search?q=date:2014 #0 TR

A2 BEAN S i ROIFTE Wtweets, M43t date FER#ITEE & iFAMTLETRE ? ALK NMNLERRE#H a1 F
EBRGEEE  RAFTETRERHB#1TE ) date FERMEBARRE?

BOHERAKMNWBIBE _a11 FEMRSIAXHIE date MRS ARTET S .
;L Ff1E BElasticsearchTExt gb 3881 tweet % Bt iTmapping(tEffiz AR E LLE : b BRFEHE L(schema

definition)])E 20 AR L A 1893 2 4y -

GET /gb/_mapping/tweet

RG] :
{
"gb": {
"mappings": {
"tweet": {
"properties": {

"date": {
"type": "date",
"format": "dateOptionalTime"

i

"name": {
"type": "string"

}

"tweet": {
"type": "string"

}

"user_id": {
"type": "long"

}

3
}
}
}
3

Elasticsearch# st FE& £ BUsp 1738 m], s A% T FEEFN £ BIMBRET X R, IREIMER BT date FEEMRIR H| 4 date %
B a1l AARBAFERALLEEELLE R, TIHEMNFAEER string £ 84,

date % BUBIFERR] string £ BMFRMZREIBARNEZTEN, R IHEmEROTE, ZHTRIEHEN LB R,

{REEIEE — MR EE % B (strings, numbers, booleans kdates) AR AR #1T75R3|, MxatBEAE : £
Elasticsearch/th 1 2 # X %] 3t RFH,

{BREKRMEX 5|7E T @ (exact values)(Eb3N string % BY) R L SCA(full text) Z 14,

EARENR | FTENRER - SRR DRI ZEMAMEBIEENREER,
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#at] & (Exact values) vs. £ 3 XA (Full text)

Elasticsearch I FIEE AT LAK B4 o a5 Y

Mt K 23X,

i RAEN, EMEMEF—H#, til—Ndatesk A »ID, AL EESHFRELMusernamezkemailitit,
At "Foo" F1 "foo" FAHAHER, HALN4E 2014 F 2014-09-15 HBAHER,

BUXE, MF—PMAEEREENXANENBEBEEUALMEEST), HIl— S (TwitterdI X E) S ar 4 IE L,

ENXAREEWHENA kanesr , Ex2—MRATYENTE, snitBRzEEaELmtn,

AR BREEREEANZBMNE %, i+ BNk LUIEMREF, flmxNMaF :
May is fun but June bores me.

IERHBRMDERAE?

WIERERS S M, RHLRBEZHHN - BAMLE, BoAEE, TENS HREZLUSQLRKA :

WHERE name = "John Smith"
AND user_id = 2
AND date > "2014-09-15"

Mt FEXFIEN L 4K, MELEHMY, BNTAERENE) cBRETERs0ER? . B2, FHNRiANE cBois nneRe
EmEe o HAER, NFEHEYE, XZBEXENEXEESE?

BNRVBUNEREN XA, BNBELXHEHTE S HXEFNED. Raiitt, xR ZREMRHMN

\Iaé:\[g;

o — N4t mukt B9E i RHRENS K "united kingdom" BYSTAY
o — N4kt "jumpt BYE 4R AT BESSITER "jumped” ,  "jumps" ,  "jumping" FZE "leap"
® "johnny walker" tHBEPCED "Johnnie walker" , "johnnie depp" X "Johnny Depp"

e "fox news hunting" BEIR[EIF Xhunting on Fox NewsBI#ZE, T "fox hunting news" tBEEIR[EIX Ffox huntingBy%T i &
%,

AT ABEEX AT HITLE LB 4, Elasticsearch® 53t XA #i(analyzes), AEHEA 2 REIL—MEIHER
Blo BASEUTANEY i+ EHRE I ROt 72,
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2 HkFzR |

Elasticsearchfs Fi —#nl S EIBEZRE | (inverted index)i 4 44 R IREM £ TR, FIBEERE| B0 H I — Y £33 51
=, URGTFEN£8E PN E 8 K.

fFlan, FHMBEARDXHE, BN content FEREE -

1. The quick brown fox jumped over the lazy dog
2. Quick brown foxes leap over lazy dogs in summer

# 7 o EEIHRE], BNEETDDBANIEN content FE A IR £35 (BB E 1107 (terms) =& KRAE(tokens))
(EE : KT terms M tokens MBI AR, REMEZD A BN MU A, ) , BFFEHNKE—BRATIRF
B, sRExMHETH

Term Doc_1 Doc_2
Quick X
The X
brown X X
dog X
dogs X
fox X
foxes X
in X
jumped X
lazy X X
leap X
over X X
quick X
summer X
the X

AAE, MRFMBEIR "quick brown" , FNREERINEN A TN X EABEA ¢

Term Doc_1 Doc_2
brown X X
quick X
Total 2 1

AR, ERE-—NMEENIEESHEEA. MRBOMA & 2BLUEEE(similarity algorithm), i+ &L
FANEE, IHEBNATURE I XEEE- I EREEs—d FTRNNE HEFRESHEXME.

BEEREEEMNAEGERS P LA :
1. rquick" F "quick" #IAARABEN %57, HER »TEEA A Bi=ERN,

2. "fox" F "foxes" {BFEMEL, FRMR "dog" F0 "dogs" eMNEERRA.
3. "jumped" F "leap" AEMAIR:Y, EEBBL—EMNRRELA,
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LERFREIR, R rrquick +fox" FRIEEMEMNA GafE, AIg + R £AwAEEE) . RE "quick" # "fox" FBIE
B — Xt F e Ui S 34, ERBE—DPXEEE "quick fox" BEZANNIEEE "quick foxes" o (FEE : ZEE ¥ ok,
AT ME SRR L7 %R L)

A A EENEE AN EEEETE £ 54, FAIBAILURRE L,
MRBAVEA A L — A +ERN, XHERTLUREITZRITE %4, E2EUBLMMmIT AR, Bl
1. vquick" ALA#E A /NERK A "quick" .

2. "foxes" E_“«l*&’i{??’]*ﬂﬁ?it "fox o [EIEER "dogs" E_“J*&’ﬁ‘ﬁ "dog" o
3. "jumped" F "leap" B LFELRILARZRE| A £ 138 "jump”

ATEMFREI -
Term Doc_1 Doc_2
brown X X
dog X X
fox X X
in X
jump X X
lazy X X
over X X
quick X X
summer X
the X X

BREMZE R, HMAIHEER rouick +fox" MKIBKM, E# "quick" MIIAEIEE2TERSIE, T, MRFMNEMABRB
AN R & ) FRFEM content FER, E WP AKX "+quick +fox" , X EFLAILACEZE A AT,

IMPORTANT
ZRERE, MRAALRRHRFETRIIGNG, ALURKREIXA S §FRHEIMERELH BRI,

BRI A E B3 RO 2 59 (analysis), X DFET ¥ HEA1T#.
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P I g e

Sf(analysis)@X #— it #g ¢

o Bk, KRIMEAE—DIIAEAEATEIBEERD| £IMA;7 (term)
o AREtr ML A ERR, REENNTERE S 2%

ENTER D23 (analyzer)5se i ld, — Mo Hfrgs(analyzer) R 2— PN EEBATH=/hERE—MNEE :
FREEER

HAEFFR 2T FFL kR (character filter), MM ITEREREL GFEE M WHKELGAESE) RIREBEFRTS,
PR EAREES ERHTMUFZ, & "e" 4 "and" o

7337 A

T—%, 9i52(tokenizer)tHRE\L (Bid) AHIMIIME, —DE £8I9 37 85 (tokenizer) AT LARIB 2R AR B2 54 22 38 0 FF
(3FFE : BNERXHFER)

FIAEL &

&E, B8t BRI & (token filters), BRILUEHG) (BN "quick' A /INE) , FHiga (FlEA:R
& "a" . vand" rthe" FEF) , SHEIEME (FIINE LK “jumpn F0 "leap” )

Elasticsearchi2 1R % FF A5 BRI /it 8 8%, 2037 SR fRIE T J8 88 X LA LUAEROIEBEE LR LUt RRIMTE
Ko BAVIE KBELDWER) B itmitit.

RERN DTS

Kit, Elasticsearchizfi# T —LeiEmaMmes, MAMEEEATH. FTERMNFIMT BEEN/LADFE, SEREAD
PHEN I ENRAER |

"Set the shape to semi-transparent by calling set_trans(5)"

e ED TR

1D 2R =ElasticsearchBAERAI DT8R, I FXADH, ExdTFEMzEHRRERE (BEX AL EHS
K, tFEA—PERNES, INOWEMRSGAT) . BRIEUnicode ConsortiumBITE LHY # 37 # 5 (word boundaries)
REDXAR, REEBABI RS, &a, BAEAZANE, ZERNERY :

set, the, shape, to, semi, transparent, by, calling, set_trans, 5
o
WO LN FENXAYS, ABREEMAEYNE, ZEWERY

set, the, shape, to, semi, transparent, by, calling, set, trans

gD Hres

ZERDTHREIBERDIXE, EFHRNE, ZEERY :
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Set, the, shape, to, semi-transparent, by, calling, set_trans(5)

=PI

FEEEDMBEMRTREES. ©NESERIBE SR, HI, english DITEREA T —EREEMAE
f& and 3 the XE5E L TXRANBM A, XEAWBRE, EAEEANNEE, &z aNERS URIBRERIER (2E
JE : stem English words X EANEE ZMMENF, & 7FH, REBHAGEE 222 EEEE0HE—HEY, EZ=EXTH
BIRt, EFKIBEFEE, ERAAFLERN, FESEHAR Axdx EEIER, ) .

english DTN =EUTLER :
set, shape, semi, transpar, call, set_tran, 5

SEE "transparent" . "calling" ] "set_trans" f=H0{AI%% 4 38 FHA,

= 0 M 8 45 (5

LI MFES(index)— X, EXFERWON A LA ke BEBERS, A, BRNELXFEER(search)r, F
MNEiL B FEFTR2 I AENDITRIERIE, ARX L ERS hEFEE,

EXHHBNNERRItE, BEESNFTEREIMAE LA, I#FALLEE/HERNE

o HRE X (full text)FEE, & RHERBRMOWRRDTE4FRB, = EERILITIR,
o Y{REi— ATl (exact value)FE, &AM & FFH, BRIRATLUECEE.

AFEIRETLIEAE % 4 CREFMDIT) BIF L= ERMLR ¢

o date FEXEE— MA@ : MM —i8 "2014-09-15"
o all FEER—NEXFE, FAIUSMIRRINEE A=A 0 201an . oo F "15"

HIWNE a1l FEEH 2014, E—DEEEI2FMN, FHxEHEXEEEA 2014 :

GET /_search?q=2014 # 12 results

LHANTE a1l FERP B 2014-09-15 , BEADT B OFRB, =ELEE— 2014 . 09 X 15 % 458, CKIBEE
120X, AAEMNHDER 2014 o

GET /_search?q=2014-09-15 # 12 results !

HIWANE date FERA L) 2014-00-15 , EEH—MAIMBAE, RERWEI—FREX :
GET /_search?q=date:2014-09-15 # 1 result

LBIAE date FEAE#) 2014 , BN, BAEEXEIEBRIHNEE -

GET /_search?q=date: 2014 # 0 results !

MR DT ER

L H L {RZEElasticsearchFi Fat, ¢ FUAID 8 AR F#EIRS | PIEMARERL R, # 7 BFEANM 21T, {RAILAE
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F3 analyze APIREENAZIMMAHONE. £ & aFHESHDIEEEMEAMIDNTE, WIOWTHISIARME Y & KE

GET /_analyze?analyzer=standard
Text to analyze

HERPFD P RERR— ¢

{
"tokens": [

{
"token": "text",
"start_offset": 0,
"end_offset": 4,
"type": "<ALPHANUM>",
"position": 1

3

{
"token": "to",
"start_offset": 5,
"end_offset": 7,
"type": "<ALPHANUM>",
"position": 2

iy

{
"token": "analyze",
"start_offset": 8,
"end_offset": 13,
"type": "<ALPHANUM>",
"position": 8

3

]
3

token B— DR FREMIEZRSIFME, position IBEAAERXATEE/LNEMB, start_offset ] end_offset TR
TERXAR HEHALE,

analyze AP| 3f FIEfiElasticsearchZR3|MIANTEs ¥ 2 NESERNIE, BERNTIH S, HiFasitve.
IBE D2
YElasticsearchTE/REISXE IR E — NN FE T EFER, TNEHZBEECHEX string FEEFF standard 22D,

RAATE L BREZ M. HFERER—TEEG XM HENEZEDNE. HE, MRABEFHEFZRYF-—IEENT
B—AERDI, RE#ATE, REFHSELENA P IDIERBRESFERIEFS.

BT kB MWRER, a1 sEid s (mapping) A ik & ix &7,
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AR 5

EW (BUBREMY —H T, FREIPENXEEE—1 2B (type). &1 % EnE EH CSHBS (mapping)sk & ER E L
(schema definition), —MRIEL T FE X B, BNFEROBIE XL, LIRFEMKElasticsearch B AR, ME AT
% B R E B EATTEE.

1 (PRET) | BAHR AR m H . T FBRNREBFMA.

TR e

Elasticsearch= LA T 4 2 FE& £ 8 ¢

%) RO 5 B
String string
Whole number byte , short , integer , long
Floating point float , double
Boolean boolean
Date date

YRFBB|— PN EETFEERIE—— P2 IR BN FEER——Elasticsearch{HE o AMEF N FEE £ 8, xxRBxyTF
JSONHIEARKIE £ 8, FRAUTHN

JSON type Field type
Boolean: true or false "boolean"
Whole number: 123 "long"
Floating point: 123.45 "double"
String, valid date: "2014-09-15" "date"
Stﬂng: "foo bar" "string"
R

REKE, NREFEI—DNHEISHEE—— 123", TBEHEME % vstring 28, MAR "long" £ B, Am, WR
FERO 2 MMET % "1ongm £BY, Elasticsearchf¥ 2 iX##FRHE Hlong, FELEZRIUHRIMWHRE.

& BIRGT

FAMATLMER _mapping [5413K & HElasticsearch P HUBRET, EAZF AT ME2KEIFES] gb £ B tweet HBIBRES :
GET /gb/_mapping/tweet

XEINA T HNFENME (WSE M (properties)) , X LEpR5TEElasticsearchfE &3R5 8t 55 A EKH ¢

{
"gb": {
"mappings": {
"tweet": {
"properties": {
"date": {
"type": "date",
"format": "dateOptionalTime"
}
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"name": {
"type": "string"

}
"tweet": {
"type": "string"
}
"user_id": {
"type": "long"
}
3
}
3
}
3
INBTR

252 BUBRET, BIINIE age FERILAT S string ERIMAR integer £, SER S 42 RIEEL.
ZHMEEE, MAERLERER !
B E LB BR g
B%%ﬁEFHEi'EgE'\]?—EQé}?&% type o Bﬁ? string ii”ﬂ’ﬂ%‘cﬁﬁ, Wﬂﬁ‘é?ﬁ@‘%?ﬁ%%ﬁﬁﬂﬂﬂ’ﬂ type
"number_of_clicks": {

"type": "integer"

}

string XBUBFEE, BUARY, ZERIEELXEK, ENNATERIIIR2EDNEDIN, HEEESXERILFRITRIES
B DD TR,

1 F string FE&, APNREZEHNMEGSSEE index F analyer o
index

index ZEIEHFRELUMI A AR c@EUAT=TEHFH—1:

i1 R
analyzed BROWMRDFREH, RERE. #EZ, UEXHARSILFE.
not_analyzed SRBIZ DT, MRk, BEREIANEHEEA—#. TOMLFE,
no FRE|IZNFR, TN FRAEHIERE.

string £ BUFERERIAMA R analyzed o FIRIANIEMFFER AMAIE, HNTEREBEE A not_analyzed :

{
"tag": {
"type": "string",
"index": "not_analyzed"
}
3
Hith g £ 8 long « double . date FHFE—tIEFT index S8, BHEFEIERBER no H not_analyzed , E4]
8914 T REHR DT

Pl
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2t F analyzed % BIBFEFERFER, FH analyzer S EIRER—TON RN ERLRMES I ZER, BiAH,
Elasticsearch{f [ standard 2#r8%, EZRAILLELIBE—TMREN IR EXRE, Fl

B0 whitespace . simple 5% english o

{
"tweet": {
"type": "string",
"analyzer": "english"
}
3

E (BELDWER) Z=H BAFERIRMMAE LAER B E LD HEs.

EERTEREY

IRATLATE S — R 6] R 5 MBS EBRATRY £ BY, Lb4h, (Rt eI LARGLE nt (% 4 3 3 BURINBRSY (SNE » BAR £ BUEHR
) .

5

RALAEAREFEINFER, BRTEESRE, NR—IFRERNPE2FE, ITEEREBIFHRIBED
2MRFREl, WMRIRAE T FRIRGY, ARC245R5IMEIER 42 F B TR IERRAYIRRE],

ﬁmE.”)LE%E_/I\ER%‘.‘f;Et@jJU_/I\%ﬁ'?EQ, {EI%*ﬁETEEﬁ?EQE"J;——ﬂ%B/I\}\A analyzed aE not_analyzed o

H TETIAMNMEENMI AL, LB ELBREES] oo -
DELETE /gb

RECB—NFFRE], IBE tweet FERBIDHTESH english :

PUT /gb <1>
{
"mappings": {
"tweet" : {
"properties" : {
"tweet" : {
"type" : "string",
"analyzer": "english"
i
"date" : {
"type" : "date"
i
"name" : {
"type" : "string"
i
"user_id" : {
"type" : "long"
}
3
}
}
3

<1> XPFEIESTE mappings BIFREI, BRETE i RIFHIEE,

BREE, BAIREXE tweet FIBRETHIZIN—NETHI not_analyzed % BIMSXARTFER, WM tag, FH _mapping F%:

PUT /gb/_mapping/tweet
{
"properties" : {
"tag" : {
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"type" : "string",
"index": "not_analyzed"
}
}
}

ARIBNAERRIHMANC2FENTER, RATUEERMLN. BNHFFRELHEHEFEMRDBREH,

X BR A

fRATLAE I B P analyze APIRXFRIBFERIBRET, xttbix @D RBHL ¢

GET /gb/_analyze?field=tweet
Black-cats <i1>

GET /gb/_analyze?field=tag
Black-cats <1>

<1> FANEBR DI ABIRAE i KiK.

tweet FEX = HEHNF, “black” F "cat" , tag FE& = E L IJRAY—34 "Black-cats" ., #HEXZ, AT TIEEH.
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I —] JL 32 |
EeOFREE
PRT ZAIREIM £ BB £ B, JSONZEH null &, BAMR, FrHXLLElasticsearch#sIHF :
LA FE

BRI tag FREESNFE, XFBETRLE, BNAURSI— M s AR B L —F/FH
{ "tag": [ "search", "nosql" ]}

S FRATTERHRHR, EA—IPZRALGEFD. —DHENE, AR TEXFREBITH = E£Z DA,

ENARE, ZEKREHRATFEASLAAR— 2B, MAEEEHNEFT RS, NRMRUE—INHTE, 3N FERRFT
— 4R, Elasticsearchf{ERE— M apy & BURAE X MR £ 8,

L {RMElasticsearch/RER[E] — P 32AS, R — N AR FEFIRZES IS MBiF— . REXEE _source FEEFIFE#S
R EMHIRFEHER,

AT, AR AL ETFEMRBIN, SNEENF. TERNBIFTEEE S HE RE—ME". BEFNEHRAY
E—" %4 (gag of values)

==== Empty fields
EFER
LR AT LR, XENTES M. Fz Lk, Lucenel®EFH nul 8, FTEA— null ERIFERIR A 5 RZEFER,

E N FERFGR 5 BFERMAHERS]

"empty_string": i

"null _value": null,

"empty_array": [1,

"array_with_null_value": [ null ]
% 2R

BNEE T NRE—1BARISONEIE & B2 1t R (object)—EH © 12 E hillfhashed. hashmaps. dictionaries &
associative arrays.

PRt & (inner objects) 2 E A THRA— N AH I REMN 5 — N5, B0, MMIE tweet XHYH user_name ] user_id HIE
K, BNTURHE :

{
"tweet": "Elasticsearch is very flexible",
"user": {
"id": "@johnsmith",
"gender": "male",
"age": 26,
"name": {
"full": "John Smith",
"first": "John",
"last": "Smith"
}
}
3
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PR« SR BYBR G

Elasticsearch &) AR M ROFER, FHEMSEIA object B, FENFEME properties FEET

{
"gh": {
"tweet": { <1>
"properties": {
"tweet": { "type": "string" },
"user": { <2>
"type": "object",
"properties": {
"id": { "type": "string" },
"gender": { "type": "string" },
"age": { "type": "long" B0
"name": { <2>
"type": "object",
"properties": {
"full": { "type": "string" },
"first": { "type": "string" },
"last": { "type": "string" }
}
3
}
}
3
}
}
3
<1> iRt .

<2> NEBR.

The mapping for the user and name fields have a similar structure to the mapping for the tweet type itself. In fact, the
type mapping is just a special type of object mapping, which we refer to as the root object. It is just the same as any
other object, except that it has some special top-level fields for document metadata, like _source ,the _al11 field etc.

3t user Fl name FEXHIMET S tweet XBUBDRMELL, TR E, type BREIRZE object BRETHI—F4FIE £ BY, F4e
object MARHR, ESHMIR—B—, RIEFCH—LIFHFRINMZFER, L0 _source, _all FE,

RER <t RE B KFEBIHY

Lucene doesn't understand inner objects. A Lucene document consists of a flat list of key-value pairs. In order for
Elasticsearch to index inner objects usefully, it converts our document into something like this:

{
"tweet": [elasticsearch, flexible, very],
"user.id": [@johnsmith],
"user.gender": [male],
"user.age": [26],
"user.name.full": [john, smith],
"user.name.first": [john],
"user.name.last": [smith]
3

Inner fields can be referred to by name, eg "first" . To distinguish between two fields that have the same name we can
use the full path, eg "user.name.first" or eventhe type name plus the path: "tweet.user.name.first" .

NOTE: In the simple flattened document above, there is no field called user and no field called user.name . Lucene only
indexes scalar or simple values, not complex datastructures.

[[object-arrays]] ==== Arrays of inner objects

Finally, consider how an array containing inner objects would be indexed. Let's say we have a followers array which looks
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like this:

[source,js]

{ "followers": [ { "age": 35, "name": "Mary White"}, { "age": 26, "name": "Alex Jones"}, { "age": 19, "name": "Lisa Smith"} |

}

This document will be flattened as we described above, but the result will look like this:

[source,js]

{ "followers.age": [19, 26, 35], "followers.name": [aleX, jones, lisa, smith, mary, white]

}

The correlation between {age: 353 and {name: Mary white} has been lost as each multi-value field is just a bag of values,
not an ordered array. This is sufficient for us to ask:

e |s there a follower who is 26 years old?
but we can't get an accurate answer to:
e |s there a follower who is 26 years old and who is called Alex Jones?

Correlated inner objects, which are able to answer queries like these, are called nested objects, and we will discuss them
later on in <>.
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KK % 3

% & i#)5 A(lite) B— M EMRNDNITadhoc s ). BE, MRIMBERERERK, RU5ERERES i (request body
search )AP|° ZFEL;LIX{ZAWD¥, %E7’7ﬁ%@m%@LXJSON%ﬁFﬁE%ﬁ‘ﬁ;'z_éiéj?ﬁ%o

FREE (T EMEH), FRRRAERLIES ), METATUEREIERTMHFE, FELHEBMRNA » I RF
S RIEREIRE L

P

FMLAERE £M search APIFFIR, 44N SRMOIZRS|FHFTABIXHE,

GET /_search
{3} <1>

o <> BR—NEH IR,

RFRFEEH—H, RALLEH—D, P _a11 FT5l(indices)sk % B (types) :

GET /index_2014*/typel, type2/_search
{3

{RATLAMEF from & size SEHITO R :

GET /_search
{

"from": 30,
"size": 10

}

EHRRAETE ceT 5K 7

A —FE S GF 5 Ris)HTTP EH# A S ceT i KPEFREHIE, Ex L, BLAPBRKT ceT i KPBRKARFIEF
R HHIE,

BHxERE, http://tools.ietf.org/html/rfc7231#page-24[RFC 7231], —MEHTTPZ L RRNEMRFCHFRME ceT iF3K
FRFETREHIE | AT, BLEHTTPIR & HEMITA, M5 —LU0F22FKE), MR FxMiTA,

ElasticsearchB{EE MM FHER ceT IR & #41i5K, R A %S NAE0 rost i, BERFMERXFITY, R
m, EAERRXBEHIBM cet i RKFRHE TR, FTLL search APIRIAEZHF posT 353K, EPITFH -

POST /_search
{

"from": 30,
"size": 10

}

ENRER M 2 BT EME T ZEHIREN et APLF R,

BNNEREMEY P REEH, BRAERNEREIRRMIESL#EL L,

Bt FHMIN S GFREFE, #XKE SR FFHMNER%#E% 4Query DSL(Query Domain Specific Language)
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5 #116 % 34 Query DSL

bt B—MREN, 2RAFXBE 425, ElasticsearchfE— {4 £ AIISON#EE O 4 1k & 4R B s Lucenes
KLHEEN, MR BUEMRN > RPRAXFMHAR#ITEH, SESMNEHENRE, BE ZTHixFHESFdebug.

ERzmbE ), MEEHH query S :

GET /_search

{
"query": YOUR_QUERY_HERE

}

ZEHi - (3 - EEELEERTER match all i F 8, EMHELF—#, EERAAEHH :

GET /_search
{
"query": {
"match_all": {}
}

% ifFa

— B FA—REREMEY

{

QUERY_NAME: {
ARGUMENT: VALUE,
ARGUMENT: VALUE, . ..

}

3}

FEA—NMEENFE

{
QUERY_NAME: {
FIELD_NAME: {
ARGUMENT: VALUE,
ARGUMENT: VALUE, ...
}
}
3}

WUZIEI, WEJLLLEFE match Ei@%@ﬁﬁ%ﬂ?—?—& tweet ?EQEF'}*Z—?-@/g elasticsearch E"]E&:ﬁ .

"match": {
"tweet": "elasticsearch"

-

GET /_search
{
"query": {
"match": {
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"tweet": "elasticsearch"

A#HTH
& FAMGRERA—#, AUSHHENFIN—IEXNE4:E30, il
o ¥ FA)(leaf clauses)(thiN match FA)AUER £ FHES—NFEREZSFER) #THE

o E&FA(compound)BLUEFEMBIFE, B0, bool FAMRFMEFEMMEEFH, bR nust , must_not iF

& should :

{
"bool": {
"must": { "match": { "tweet": "elasticsearch" }},
"must_not": { "match": { "name": '"mary" }},
"should": { "match": { "tweet": "full text" }}
}
}

EATHRAT AEHM W TR, SRAMNESTFH. XNEREESTFOTUEERE, MMEAFEER 202 4H,

BUF 28 % i fEinbox s R AniespamBy ek A3 & & "business opportunity" HE tx(starred)# 4 :

{
"bool": {
"must": { "match": { "email": "business opportunity" }},
"should": [
{ "match": { "starred": true }},
{ "bool": {
"must": { "folder": "inbox" }},
"must_not": { "spam": true }}
1}
1
"minimum_should_match": 1
}
3

TRELENMIFHRmY, BMNEEEEf»BRAE. EREEAFIUUSHEMFIN—T2—NEH, THEHETF
ArEHMNESTFE.
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translate by williamzhao

% 05t

EHENH#IMREXT s ulbsiaa8, ExtHBNTMERATEEE : 24 (Query DSL) kit ik
(Filter DSL) . #i45itzA3EEBEL, ERECMBTFERENFRAMBEESR.

—RGEKEFEARA I BIXENFTRART S EREM

o B created WEHSEATE 2013 F 2014 ?

o B status FEFEE £57 "published" ?

o BE lat_lon FERAMNMIBMNES B+ mEEEREiE10km ?
—&&#iEA5 kR DAL, BEERR

& iE AR P BN XN T R A S E AR R EMA ?

& 45D EBIRER A T HEISY ¢

o B rfull text search X7 iEMRIELERISHY

o HHEELA run , HEBEE runs, running, jog F sprint BISTHY
o FANEEE quick, brown F fox --- %37 i BEHUR, 2 SXENEXEES
e }FiRE lucene , search BX java - #7iR3Ai#%, ZXIAREFMHES

—&R5EARTEEIXES £ THEXYE, RAH—MEXMERD score , FHE RRBRM LR EIM AL 21T
Pr. 22 ARNHEBERT —NRETEREL RNEXFER.

MEREE =

R REARINERE - — D LXK, RECRzBEHFAREZET2AEN, SIXEKBFEINFS, &
LRGN REREEREHRNLEERRIFERUN.,

& i) E AR E S HABRENR, BB FESNXEERMSE, FA—BEt 50208 $nzaBfEs, FE5#%
R LEEF,

EZE5HTHEBRE, —MRERVEXENG L5020 EEAAXEPNE GRERRE—K2 3 57 Wt k2 ESE
Y, EERE LR, HEE—RBERT, —F232TFNSERENELpE—F5 020N RITHRE,

4838 I B BURL R A IR SR R, FRLLBEFam b Rl
4 I1ER T ER

B £, HRA5#E0MEXAERIEMFRZHTERE 28R, RTHEMAEED
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REEZHE )L )85

Elasticsearch It T FEM &4t )8z H, ME—LERNKXBFRIN. BNEREEEMN CEAEER) dEF T, afE
BAERAN 22— T XERERENE 4 kiEza,

term it JE

term EEATREALRALE, LNF, BH, HRAED not_analyzed FIFRFEHR(RE DMTHISCAREIE £ 1Y) :

{ "term": { "age": 26 13
{ "term": { "date": "2014-09-01" }}
{ "term": { "public": true 13
{ "term": { "tag": "full_text" }}

terms it g

terms R term BmEEL, B terms RFB/ELSNEEFYGE. MRENFERIEETZ ML, BLXEBE—REMITHE :

"terms": {
"tag": [ "search", "full_text", "nosql" ]

}

range ifJE

range i JRAHAEANIRBISESEE & H—IEUE -

{
"range": {
"age": {
"gte": 20,
TiET g 30
}
}
}
SERRFREE
gt = KF
gte Il j(;F%%;F
1t o /MNF
ite = NFETF

exists Fll missing it Jg

exists # missing WEALUATFER NP EREEEEEFRERIEEENFTE, 2EITFSQLETHH 1s L F4

"exists": {
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"field":  "title"

TAMNTRRAZRH B2 H—HEIEE, BERERSEENFRESEENHEER,
bool i3I J&

bool itEFILAFIREH SN it kKM M RNH Ri24, BB TRER:
must 1 BN EREWTLEE EETF and .

must_not 1 ZNEHNFMEBIERLEE, HEHTF not .

should @ EDE D4 SRMALE, HHETF or,

FESHATLSD s R — D R R HE — Dt i R4 A

{
"bool": {
"must": { "term": { "folder": "inbox" }},
"must_not": { "term": { "tag": "spam" }},
"should": [
{ "term": { "starred": true Bho
{ "term": { "unread": true 313
]
}
3

match_all % i)

73 match a11 A& HEFAXHE, =%A & HFGETHRLEE,

"match_all": {}

]

& ERTEF kRS L REERRAAENTE AR REEZER, PSR score H1

match % i)

match &i#E— ML W, TEMRFEENAENEERBEHELLBERTE,

INRIRGER mateh Hi—PENEFE, ESEEESLHZAIASMERTLDHN match — & 4FFF ¢

"match": {
"tweet": "About Search"

}

SNRA match THEET —MAYE, EEEKF, BH, BHRMAHE not_analyzed WFRFHH, TRIAIRERIRS ERE ¢

{ "match": { "age": 26 1}
{ "match": { "date": "2014-09-01" }}
{ "match": { "public": true 1}
{ "match": { "tag": "full text" 3}}
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R BB RRR, FRIFMATREE, BAgRzaTleg 7z 8iE.

TMEHEANTE (5 £EBR) PNBHFREH, natch B AL % El"+usid:2 +tweet:search"iX # #:5 A,
HEANBURBRE MM AR TER, MIREMNTE Y CIEEERNTRELUEREERE 2,

multi_match %& 3]

multi match % 4D RIM match &4 HIE sk ERI RS NFE

{
"multi_match": {
"query": "full text search",
"fields": [ "title", "body" ]
3
}
bool % 4]

bool %345 bool AL, AFEHZNENTE. FENZE, bool WEALIEELHIEETEMKI,
EHEE—NEHTAN score (HEEMEDHE) .

must B ATEEXE—EEHIE,
must_not : EMIBEXE—ERNERHIE,

should :: & #FEESCAY, Bl A LA THEERMENS .

M bool & if)

LUTF % i HaEE title FERHFSTE "how to make millions", FH "tag" FEXRB®RAmA spam o WRBE 4R A "starred"

HE L WHYAH2014F 27, Ao x LA £ MifFas

{
"bool": {
"must": { "match": { "title": "how to make millions" }},
"must_not": { "match": { "tag": "spam" }},
"should": [
{ "match": { "tag": "starred" }},
{ "range": { "date": { "gte": "2014-01-01" }}}
]
}
}

7N ¢ WIR bool # i) FEE nust TA, BBEDEZE— should FA, BHZE NRE nust T4, AL
A should FAMAILL#T & 34,
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%5t R ENEF

#E A EEETURER BN ETX P, 1E ElasticSearch API HH1RERF %% E query 3 filter BIEA,
ez AR B S 2% query 28, thAIIEE—%K filter F8, #AiEin, XEZAEEEHLENE—
query B filter B ETXXR,

R

S6smEaTUMAREMEFE, E6dk2atTUMAEtEFE, BEBERLT, —F£&50208Ed k200
B, EXAERRM.

Frllit, BiaAala88g kT, RZIFR. LMETFEAMEIH% query Bk filter B9 ETSL, XFERBEMIE iz B RKNE
i IS IE A WAE A,

# it e BN £ 34iE )
wWE—KBIHER

st BB R —FE 45

"match": {
"email": "business opportunity"

}
REFNBELXZETMA term itye, EUEFEPITE w4

"term": {
"folder": "inbox"

}

search APIFFRBEEE query &4, FILAEMBER filtered RREFEE "query" # "filter" 70 :

{
"filtered": {
"query": { "match": { "email": "business opportunity" }},
"filter": { "term": { "folder": "inbox" }}
}
3

BNENZBMA query HETXERR :

GET /_search

{
"query": {
"filtered": {
"query": { "match": { "email": "business opportunity" }3},
"filter": { "term": { "folder": "inbox" }}
}
}
3

lqé-éﬁifjii';‘\ ‘%g‘ﬁij

(4

Linux] [0 www.linuxidc.com



£ query EFXHh, MRMRAFE—LKitkiza, LLMELE LSRG iE, RATLL B query F8 :

GET /_search

{
"query": {
"filtered": {
"filter": { "term": { "folder": "inbox" }}
}
}
3

MR—%5#H20%ERELCEH, BLEBAER match a11 %34, AU LEES WRERROTF :

GET /_search

{
"query": {
"filtered": {
"query": { "match_all": {}},
"filter": { "term": { "folder": "inbox" }}
3
}
}

% )& B P Ik

ArtlE, REEIE filter W ETXHER— query 78, TEMZEME %A & i4hEE Wit k8,

Te AR B DR AR a3 o RO SRS

GET /_search

{
"query": {
"filtered": {
"filter": {
"bool": {
"must": { "term": { "folder": "inbox" }3},
"must_not": {
"query": { <1>
"match": { "email": "urgent business proposal" }
}
}
}
3
}
}
3

<1> 3 EAP A LUER query £ MMIARKE bool iiEFH,

'R - BNRVARNG kAP EE S, REIMAERE Y 75 EMTEN,
EHEF R X 4,

X SR A A it

RAEE EHAIEXAERN
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155 & i)

FiEAAUUEEHEE %, FHIERESTRNONENFRMAELE SR, ReFERE,

validate APl AILABSiE—5 % )2 A2 B A%,

GET /gb/tweet/_validate/query
{
"query": {
"tweet" : {
"match" : "really powerful"

}

BUEs# KERENE & Bl X Rz AR IEEM

{
"valid" : false,
"_shards" : {
"total" : il
"successful" : 1,
"failed" : 0
}
3

B e 25 R

HHE 2 BIEENEFRLZER, FEML explain S8 :

Z

GET /gb/tweet/_validate/query?explain <1>
{
"query": {
"tweet" : {
"match" : "really powerful"

}

<1> explain ZEATLURHLIZ A4 2NES R,

REAR, T query ZEM match SFREBAUBFERT :

{
"valid" : false,
"_shards" : f ooo By
"explanations" : [ {
"index" : "gb",
"valid" : false,
"error" : "org.elasticsearch.index.query.QueryParsingException:
[gb] No query registered for [tweet]"
11
3

IRFE & 34520

MRZBEERETNE, FEA explain SHALLUREI—N%E 5345 T8I0 19108, TTLAEEENT #2442 BIEESH 2
PATHY :
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GET /_validate/query?explain
{
"query": {
"match" : {
"tweet" : "really powerful"
}
}
}

explanation %ﬁ§_¢%g|ﬁ@_ggﬁﬁ, ﬁ%?%%l%ﬁ*ﬁﬂ@ﬁ%%ﬂ*%%ﬂﬁ*ﬁ%&

{
"valid" : true,
"_shards" : { coo By
"explanations" : [ {
"index" : "us",
"valid" : true,
"explanation" : "tweet:really tweet:powerful"
oL
"index" : "gb",
"valid" : true,
"explanation" : "tweet:really tweet:power"
1
3

MIREIR] explanation {REFEE match EHMAH 5 4FRE "really powerful" FHITHIAH, B, ©HIFD K& DML
B35 9D BITE tweet FEXAPHITE )0

mE, 7£3R3| us FX ENiE A "really” M "powerful" , TEFRA| gb FHIFD MK "really" F "power" , X2HE A FAIER
Gl gb EP@?ET english ﬁ*ﬁ'%%o

Linux] [0 www.linuxidc.com



X—E#mNy 7T NEERBPERE LS 8EE,
i, BERLERERMEHbE ), TREETI/EPRE R KEM T 7 KERESHITEAR.
HEANEY, BINEE CEAERR) hitmfR, BR2E#R2E, TeRBER s H2R2NEHTHREN

T—EHAEE D MARBAR M £ 95 RATHFUREEHF T2
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NEPSIEE70E2

BABERT, 2RESEBEXMHTHF - BXMHS, RS . —BRNSpREXERALURERNMAHE
B, TELZAEL, FAIEE—T sort SEMERATTE,

HFA

H T HEERALURBEXERTHR, BNEE—MEXMEN @, fEElasticSearchiV% 4R, BXMEI AR
A score FERELH—NZFRBINEE, FIABGAERT, SRELL score #1TERIFHES,

Aet, BMEML, RERRE-—TEELHMEXMES . M, UTEaROpmAtweetsH user id 25 @E1E 1 :

GET /_search

{
"query" : {
"filtered" : {
"filter" : {
"term" : {
"user_id" : 1
}
3
}
}
3

iHBIEAIS _score HEXR, HREREME NRM natch_all AHFFEBISUHER _score HEA 1., HEBEHFRAEN
SCHAE K M AR R B,

FE A B

TEAFH, HxRERRS AHF, ShESRE LNERY, SRFISEIIIFER. FOER sort SWHITHF

GET /_search

{
"query" : {
"filtered" : {
"filter" : { "term" : { "user_id" : 1 }}
}
+
"sort": { "date": { "order": "desc" }}
3

Mz AxBERNTER :

"hits" : {
"total" : G
"max_score" : null, <1>
"hits" : [ {
" index" : st
= : ’
"_type" : "tweet",
T L nqgn
— : ’
"_score" : null, <i>
"_source" : {
"date": "2014-09-24",
+
"sort" : [ 1411516800000 ] <2>
}
3
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<1> _score FERERBA2EHE, RACEEREHER.
<2> date FEMRIHZWLIEHFKIE,

HE, EENERPEMT - sort FB, SHOENERRAEHEEN, EXNMITFEF date FERIENIHE HER,
BN K EERIENF 1411516800000 FR T HEIFRTE 2014-09-24 00:00:00 UTC o

HRFEZ _score ] max_score FEEERA null . i+E _score BILECHFEMEEN, MEABEZZREHRF -- BT =2HAE
XE#THFRHRE, MABELTEEXME, MRMEEFHEEMBRME, TLUEE track_scores A true o

RIAHEF

A %S, MAURIEEEHFHIFREAN

"sort": "number_of_children"

FEE BALURFEHER, T _score BRIALLUEIFEHER,

% Bk

MRBNBEEH 12438, FEEFMELENLEREFHRE—HFRE date, BZHFE _score

GET /_search

{
"query" : {
"filtered" : {
"query": { "match": { "tweet": "manage text search" }},
"filter" : { "term" : { "user_id" : 2 }}
}
i
"sort": [
{ "date": { "order": "desc" }3},
{ "_score": { "order": "desc" }}
]
3

FFrRREEN. 2REFEAE—HFFEREHF, SARFE—FRIFFNAERNR, AEBREZFERIHE—H
FraBEB A i THER, LU 3 H#E,

ZRPFFTITEDE score - (FALUMRNLNTRANTFE, MUEERSEBE LM,

FRESHHF

FRHEAMIHAELHF, EEOFHREHER sore SHHATLL :

GET /_search?sort=date:desc&sort=_score&q=search

H %A F BT

TEH—DFROSME#THFNE, HixSgARRREEENHFN-- — M REZANFTRIUZE— RS, REs
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BLoap— M 4 BER-ARIEDE 2

S FHEMEE, RATUMZSNMEhEE— DR #1THERE, RATLUMEA nin, max , avg 3¢ sum XEEERER, it fRATLIE
dates ?—EQEFFE%EWE%;'EJ&??HF@

"sort": {
"dates": {
"order": "asc",
"mode": "min"
}
}
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ZuFRFIEHF

analyzed FHRFRANHEZ G FE, EXEFER FFFEEFIMREEN G, LLNERDT—DFRF "fine old art”
ERARBI= M. FAINBEMNEBERBE—AEeT8HRF, NRFE—12HEANE, BRE-Z M NEFEHRE, U
b #E, WBIE ElasticSearch £ #1THEF i 2R E X EERM,

LORIRATLUER min 1 max BINEEE (BGAFERAMZE nin BRX) BERMEKIE art HE o1d HEF, MARFHAFTEHEN
A,

A T E—PstringFER I L THER, ERMREBE—1 5 @ BISEEM not_analyzed FRFHR, UABNBENFERHITEX
A RMrHEZ M HER analyzed o

£ _source THERAMNZERELHFARRS/IERFTVEN X FEL. MEMNEENR—NFEPRANSEX AMEREIAR,
AERNNB—NMEMEROFE LB EBANSEH fields , XH MR A LA % ©MImapping :

"tweet": {
"type": "string",
"analyzer": "english"
3

T EM% 14 FEEmappingfl T :

"tweet": { <1>
"type": "string",
"analyzer": "english",
"fields": {
"raw": { <2>
"type": ‘'"string",
"index": "not_analyzed"

<1> tweet FERFATEXAM analyzed RBIARLRE,
<2> FBH tweet.raw FFERFRIIAXZE not_analyzed o

AE, EABREERSIE, BNBTLUER tweet FRATEXFER, BALIA tweet.raw FERH#ITHIF :

GET /_search

{
"query": {
"match": {
"tweet": "elasticsearch"
}
+
"sort": "tweet.raw"
3
EE 2t analyzed FRATEIFFERERERENT. #F5s 0 (FEREEHM) BXRE.
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MBERMEE T

BBz, ABRT, BEZRERBXEEFHIN, BREMHLZEXRME? BXEMNMHE?

FBAXEEEX NS, B—MECHIEABFER score TR - _score HIiFNHE, HEXUHE.,
EHEBDRAFBIIXERIN—D score FR, #2HNHEAXIRTIRANS £ 8 - TRNE 9z 0RTFARNE
B0 fuzzy BRI ESRKEANHEREUREE, terns 2R+ E HEINWAB SR ARBD CRMNED T, BR2—K
BLEBNHEXFEREZRTERNT S XA £ URE,

ElasticSearch#iB Ll BA K E L % TF/IDF, B3R AR/RAXEME, SiF—THE

FEESOEE SR

R ZTHREAME ? B mEHs, AXttlE, FRPHEAISRELR A DRIBXES,

R SRS R R

B R ERSIPHAKRE ? MRS, BAXEHE, 2RAHAESECEPSEEAED B PR EERR, A
MR EXEPHNETEE R,

FRKEEN:

FROKERSD? KEBK, EXEEE, £FRAEAE-NEN title BHERBEIGIHATE—D KB content FH.
A5 A LUERTFIDF 24 A S E AR A, TGz & 4 P 3R BIRRES SUiEil 4 4 BB 3R B ILE.
BEAMEHTARLXFIRFEN £F, HEAT yesino WF4E, RENTFIHS, BXMErIEE,

MRERE(FAWSHAN—REAEHED, LI bool i), MEDE(FIIHEFHINFDRWEHI LHERM T
ﬁEFO

AR 7 DA

LR —RE kWS A, EEEEERMEITD score BILERE®M, ElasticSearch £ &1 & 42 @Hh#E—1
explainZ#, & explain & A true BAILBEIFEmMER,

GET /_search?explain <1>

{

"query" : { "match" : { "tweet" : "honeymoon" }}

}

<1> explain SEATLGEREIZRRFIM— _score iFDBIBTRMKIE,

BIN— explain ZEEHBPEEINXE* E—KEFRHAAR, BRI EEREEREELN, MRAEETH

B, BNE—TERL REITHE

{
"_index" : "us",
"_type" : "tweet",
"_id" "12",
"_score" : 0.076713204,
"_source" : { ... trimmed ... },
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ZFEMAT ZXAERETAN T R0 R ERER, BN EREN, BAmEN XEREZEEND APt
Bk, MARETREIAP

"_shard" : 1,
" _node" : "mzIVYCsqSWCG_M_ZffSs9Q",

REBOEHE _explanation REEEEF—NTAQ, HHFMFRATHHHEAR, FHiLRIET B S RUAREAMEE

"_explanation": { <1>

"description": "weight(tweet:honeymoon in 0)
[PerFieldSimilarity], result of:",
"value": 0.076713204,
"details": [
{
"description": "fieldWeight in ©, product of:",
"value": 0.076713204,
"details": [
{ <2>
"description": "tf(freg=1.0), with freq of:",
"value": 1,
"details": [
{
"description": "termFreq=1.0"
"value": 1
3
1
i
{ <3>
"description": "idf(docFreq=1, maxDocs=1)",
"value": 0.30685282
i
{ <4>
"description": "fieldNorm(doc=0)",
"value": 0.25,
3

<1> honeymoon TEXMIFZi+HEBIE L&
<2> ¥ TR RE
<3> RN E
<4> FEE KN
BEE: HHll explain ZRANZ+DEAM, BERERFRARIR - TATERTE FIK,

B—EHORKFTHEN L%, S35 THAT "honeymoon" 7E tweet FEXHMIKL KR8 MR/ B IREKS TF/IDF, (XBEWHX
B o B2— 1 WEHID, BRENEBXRR, TR, )

RERAT HENRER A EHR

TR R
¥ %Ri3 “honeymoon® FE “tweet' FERFRAIHIIRE,

KA R
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# %% “honeymoon™ 7E “tweet' SRERTEZRISCREHImRENGFRE| AR E M STREE 8 B R,
FEEKREAEM:

Xt Ctweet® FERNAMKE -- AAMK, How long s the d field in this document -- the longer the field,
the smaller this number.

Ex05 4z RrtEESE %, BREASVANBTES LEAIFRBUER, Bit XEBEEHNTUT RERERBNM * &
E"JO

B ¢ JSONT R Mexplainf@ih 2 < LU 89 (B2 K YAML RIFR%Z, RFBEAESHPIMLE format=yanl
Explain Api

AR AR 4K Pe EC 2 /Y
Y explain HAMBE SR Ent, TREFAH XD TERRIE, LR~ 30 4 FREHITE.

HEKBBE A  /index/type/id/_explain , Bl FAR7R :

GET /us/tweet/12/_explain

{
"query" : {
"filtered" : {
"filter" : { "term" : { "user_id" : 2 TPy
"query" : { "match" : { "tweet" : "honeymoon" }}
3
}
3

FRT LEBEMNEINTERRS, Fix IR 4R
"failure to match filter: cache(user_id:[2 TO 2])"

WM R FABY user_id it & FRFEZ T EELEE],
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BHETF

AEMBBETF 48X FElasticSearchIEBHI— Lz T1E R, ERXRBENEARANZHNMizx, BEFERERNELESH
HARZ—, EBFRNERNHERBREER,

YRt —DFER#HI1THEIFe, ElasticSearch FRi#t AN LEIINXESEERNE, AHRSIEATERYEHFEEH
89, BEARZEBHHF 24,

o LEETMHE, HMNBEMRFRREEHAEIXE,
o YUHEFMR, BNBEEHXEPENE, BNEEMREFITIRE,
A TIREHEFENE, ElasticSearch &RFATEFEMAMBEIRNGER, XEUSHFIBEFE"

E%E : ElasticSearch$fiEFREFEMZIRNFHH I LEINMEOBIE, MRS TAEXEPEIMG, SHERR

ﬁ;’;ﬂo

A FEEENRINEHEE Y ME L RAFBIREIZIHEE 21880, REMXR G RFENZE LRI D HKIE,
BIRTN i REFBE 2 AHEEE, FUSFEFREERENKIREPE+2LEN,

ElasticSearchi I FEREIBE# 5 AEILL TR ¢
o xt—NFEEHITHERF

o MH—PNFERH#TRE

o Hibitue, HLINMhIBAIE it e

o HILESZERIERMMA &

EXEF, ZRHEBEREINE, THERRENFREHIE - stingFRARISRETRN G, LMwHERE, wERE
ME, AFEFEEANLESEAY BRERSN, BNTLUEMESH S REIREH,

WNIE, MREBMEFZERBERMTL, AL ERAERRHRATUT. BEERMNSHAFZEREIRIIEKER T ZVAE, 0@
[R#lElasticSearch® LMFERMIAE, RIMAFAIN& FZERBIRLURS A £ 1K1,
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AHANERBIMITAR

Egkszal, BB — TERSNAESFRFERMITH, BHEFEAZ RTS8 1K % (create-read-update-
delete , CRUD)#REE & —Lk,

~

I

N2
il

7

==

AENERERBHT 49, FERAElasticsearchHFAFERMBMe(Ex BEMFTEm ¥,
Mikx —EREZRMNA R MA TN T #, FHRAERLEERUESUEESE, ALIEREm T B,

—NCRUDZER L IB— N £ AR, SCHYMIME—MER _index , _type # routing-value OGEFEBRARZXIEM id ) B4
EXRBE. XERERMNATLUEBMESREF PN B RE R DX,

HFAMER N ST S ) (XEATREREERPNERS L) , IUBRFE-NEE #RE, — M ERTE
Tl & NB—PERNBABHRIND REIE, RERDTSHEEATRRXE,

BE, HAFETRNXIERTENRT XHEN—F, FEER (search ) APBREI— R LR, EBS DD HBILRUmMA
EHREI—NERIIRS, Fit, BEROMTIEYANHE, #a29REBIE (query then fetch) .
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L X

wEaie s amE (query phase) , % MAZERSIPHEND FEIR (RANKEIXR) &, B 9REARMHITERAERE
317 PEEedocumentf 4t 55 A5 (priority queue)

Nl

—MNe Sl (priority queue is) RE—NEAERIND (top-n) EEdocumenttIBREFIR, X MEFEARFTIBIA/NESD
7S EfromfsizeRE, BN, TEXMIFHBIERHRE K% LU FIZERE 9 B4 100 document

GET /_search
{

"from": 90,
"size": 10

B & B0 RR AR | 2 e IR & B R,

& NODE 1- * MASTER NODE 3
&%
3 RO m RO R1 m R1
v
A1 26N ERE )R

LHHBREBEUAT=S ¢

1.E Pif & E— search (%) HK% Node 3, Node 3 BB T —NKEH fromrsize BIZZMR LB AT, 2. Node 3 #H % X
BRixKEFEI BT FHNREANE R, BMOREAMIITEINE HFEEREERE—DKRNA fromsize WEFAR
M ERIEE, 3.819 FiREdocumentiIDFIE #5551 B BT A documentBIHBERF (8 45 148 % = Node 3 o Node 3 B
REHEEFHEECHHENINE * E2RHF LR,

Y—PMERE KRB L EE— % RANode, ZNFRMEMKT il 7 Ro XN 1 KRN TAEZAMBERND AT BERERHF
BEENB-hBER—T2RNEFERE. ZTEREFWEROLE ik,

BE—HRARZIENEN Y KMNDFEIART Hi5K, #ifkdocument®y eet i R—#, BRFKIUBRENDFHNERSEER
BlARE, sMEBERZHEIER (HL0BESHEMGN) NARSERNELENTTE. STELHR, BAYRILAFE
899 FEIAR LA # 7 $o

B MO REARMMITE MBI — TN KREH frontsize HEAFRERNI—I N KEERBECHOHLERHERER S #E
2RFERER, 9HRE— M2 ERINKRLHATD R, REBEdocumentDEFIBEFFEEZREBE, B0 score o

BT REFRLEDF2NEREHIECHEFRENINE, STURRTRANEREFLERE. BRE, sy
o
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N,
a sy =¥

—NREBIATLUE—NHENFEIED R AN, FTU— Pt F 2N R NERE Rkt EEZRESIEREZ TP FHNERAS
X, — M F % (multiple) 2% (al) REINERNTENFINZITLE—B—RREZ T —LE9HFME,
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EX Bl Ex

B 4 ER P ) HBRLE % B 18 5R % Kk B9document, BEMATEID A LdocumentX &, xFt2EIEIHEMTIE, NED
A R IE R ERE - EX R o

NODE 1 - * MASTER NODE 2 NODE 3
Ro ro| R A1
B2 2 A E R E p R

DEMEEBUTS RGN

1938 ¥ R 3 K documentfZR EER D, FHEMMEXRD A & H ceT 53K,

2.8 g document  BIRIBEEFE (enrich) ©41, AEBEFdocumentREIHiA T s,
3. —BfrARdocumentER#REX[E], 58 P RN FRELF 7 i

iR ¥ MR E R ELdocumentZ 2 5 (actually) FEIEB, B0, FHAVIBES# { "from": 90, "size": 10 } , HBLHEI0
ZEEWEHF, RAZENIORSTFERD, XLdocumentTBEE B SRIA £ i#)i5 KIEXHWEN, FESELWOH.

A=A BN FEEERdocumentiI D FILE moetity KRG & X1 REIR IR & 4 1 BRBISD FEI A,
43 Fin# documentE {4 _source field, MMRFE, 2XZRBEATHFEFELRNaTERAM. —Bhay RIREIFIES

R, 2FENCLENE—HNOZEaRE, M haBREOLE 2k,

DT

5 RGO R 2 ATFRIBL A fron # size ST 7, BREEETEREEMN (within limited) . Fie/FENDH
WAME—NRKEH fromsize BILEAIIE, AAEXLHEALDAD R, XBWENA D KREBiT 3T 9K%E * (from +
size) Pdocument# {THEF EIHEIEFEM size Ndocument,

BiEdocumenttV =, o FHIEE L R FFEAEH, 110,000%)50,000% 4R (1,00085,0007) ZD =2/ TH, HZE
stFRBRE from 1, HIFI BN BIERESE, RFEHABEXRENCPU, RENF . AL, BUTEUERZRED 7.

Exrrd, “FoOnEBERIN—EA. —BRASEMT A=ZTERELER, FEERER L, BETEBBERES
ENBEAHEMLICRIIT Y, ENREFETHM— 7 #E — a itk B mERR 4 32 ER #8912 4.

NRIRHA 2 EEMERE  BKEdocuments, RATLLER i BIEFRE R scan ZAHF, kothHxHE, X —RSERE
HHIE D i1,
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RER A

—&5 i FRSR (query-string) Tt BEEEY R nIERLTE,
preference (fF %)

preference SIS A IRIEHFIERARND A MR BE R E R, wESOT LS primary ,  _primary_first ,

_local , _only node:xyz , _prefer_node:xyz F _shards:2,3 o ﬁ%ﬁéﬁlﬁi%?@?@ﬁ&? (search preference) Eﬁiiéﬂ?
ik,

AMBEREANAR -SRI FRER, BnTlERsRESFE (the bouncing results problem)
#R2E3% (Bouncing Results)

o MBIE—T, {RETIRER timestanp FER RN L REEF, FEHE A NdocumentEEREMtimestamp, HFIEFEFKE
ERMEENMD FEIAR § 448, XA Ndocumentml BEERIED F ER—FiiF, ERIASFER 5 —MiiF,.

o BXFLRWMABREY (bouncing results) B : B ERRIF AE, 2RAFRLET L, BRI BAER S

FE—1 AP L 2ERAR—R. FEUNRER— MR FREMNWA #92%ID (session ID) ik
ﬁ preference é}#(c

timeout (iBat)
BE, hiAY RS BERMESFNEE, MRE—1 % 8E 98, EaEEENMEREK,
timeout SHE KA T REZEESA, RMUUKRAESEEMHEELRRE, REED %R LA LEEREITF.

BRFREEOFSEHIMERELT BN, URESVPORENEET :

"timed_out": true, (1)

"_shards": {
"total": 5,
"successful": 4,
"failed": 1 (2)
i
(1) B3R KilBad.

) AT RHhE-—MEEEN i AREER,

WR—N 2R ARABE Y A REAM T —th 2R A EHHE— MEAA R RREZEEN  shards B2
8,

routing (E&H%%)

ERBEI S B, FifEs T IAERIZRS | RE—DBEE LR routing SERF AT EHEXMdocument (BT £ A
FHdocument) ERIE—D 2NN KA, iR, REATMUIEE—NHZ D routing 4 KREIRIERILEY AR EHE
FindexEM LI DK -

GET /_search?routing=user_1,user2

EPMEAEE T EEANERZANRERERS T, BiEAE (scale) BB—=EifmitibEo
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search_type (3R x &)

29X query then fetch REVAMMER L E, BHTLREREENEEESHERLE, fim:

GET /_search?search_type=count

count (i+%%)

count i+#) IBREBABF - query () HINER, BTPBEERERABENEHRE 4 9 documenttIFE e, TJLUE
AN s ey,

query_and_fetch (%43 BE@)

query_and_fetch (#ip#EmIE) B3R % EG S HMME N EEHR— N %, T2 IRBrlbks, LSEFRERNWERRZE
— o FetAILMER, BIINIEE T routing (Bmax) {EBt. BIAMRAILUF i3 ERAxMERLE, BRXLMERLTS
BHLMR.

dfs_query_then_fetch #1 dfs_query_and_fetch

dfs REBE-NHE NN E, SRMEEEXRNS F EIRE 5 Bmsk i+ ELBN 5 B M. ¥ Erelevance-is-
broken (#EXMEMHIEIF) B#—%itibix (N,

scan (12%4)

scan (iaf) FEFREBIZEM scroll (zR) APLEAE—REAMN, TUEMMIREEAREN R, cERIZAFEkz R
B, FAVSTE T — ¥ scan-and-scroll (2#MAR) BititE.
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PEERE

scan (3a##) IEFREBEM scroll (xR API—E{F R MElasticsearchE & ENE B KM EMN L RMAZTE[FHIED T
Ko

scroll G&IR)

—NARERAFBNE— DAY BRIERIT B E s B MElasticsearch BRIV A REFRE L RF T, A SGRE 48R
B BMWcursors Giz)

RRERRFRAFFRR. I MRBARSEEMEDEY BRIZRHKEdindexfiBER, BB FIENBEXGREEF
7, FRARTEMR PindexBI# FBERGIERIF1H6 B4 Fo

scan (13#4)

FEITRNMEENHs RN 2RNEEEF, BNRERAHF, MEURENKRNESEMBREIZR, »rBRETEH,
ATLARA scan () EHEEX, p#EN;LElasticsearchT™HIFE, RES KR BErBALRTLURE, #hkE—#t2R,

# T{EMAscan-and-scroll (R#EFAR) , BEHIT—NEFRHR, I search_type EBEMK scan , FHE#E#H— scroll &
kL xElasticsearchiz | 5 %354 % K i,

GET /o0ld_index/_search?search_type=scan&scroll=im (1)

{
"query": { "match_all": {3}},
"size": 1000

(1) RERRF BLD 4,

BENEROREFEEEAESEAGTHNER, BER2EE7 —/Base-6448MH scroll id GiRid) FRHRE, MEFHMATU
Y scroll_id {E# %4 _search/scroll RimEHF ENE—HER :

GET /_search/scroll?scroll=1m (1)
Cc2Nhbjs10zExODpRNV9aY1VyUVM4UONMd2piW1JI3YW1BOZEXOTpPRNV9aY1VyUVM4UE <2>
NMd2pjw1JI3YW1BOZEXNjpRNV9aY1VyUVM4UONMd2pjwlI3YW1BOZEXNZpRNV9aY1Vy
UVM4UONMd2pjW1J3YW1BOZEyMDpRNV9aY1VyUVM4UONMd2pjW1I3YW1BOZE7dGOOYW
xfaGloczoxOw==

(1) REERRTF B 5 — 24
(2) _scroll id FILAfEbodysiEHURLE %%, AL EME mS8%#,

FR, BEEXRIETE 2scroll=in . ARFEMZ LN B RTERMNBRIITAFR K RIFT, AU RTZ LB A01E 9 890 5 S IE
LR R 2 R A 2RTE BT ES % 34 89document,

BNERFERNEESTETE—HRNER, 2RIBET —11000M size , HEHE T EZMdocument, Liaf
i, size B ARE— TR L, FAUENESMURERZL HKNIETS size * number_of_primary_shards (size*EH A%
document,

Nvs
4
al

AR ERBERRE— N _scroll_id o BERMT—MNABRE R, Sl —RiEIORER _scroll_id o

MRBREEZHHPLRIRD, PLETTRER®HPEERdocument,
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R

—LEE|asticsearchB AR Fimie 2 fla BANBIF, DNBIFRE T — D stiX DNIhEER 5 £ F4E,
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RE|EHE

F Bz EEElasticsearchfIAEARAZEEMALH MR BIERT, 20T %2 — N LR, F8, ERERERS
LT R B IFHIE 5 RFERNER R KA, Ak ki E, 88/ EMENTMRSIK& £ BBAXNES %R, EX
—5, SN EEREIMEERNNAPILEREEN%E,

Linux] [0 www.linuxidc.com



83255

5 A1, BEEBLRN—DXENARNCRT —PREl. ZNREIMEARIAERE, HHBEMRR s SREFINE D
%, AEENBTEAZI NI RERSHEY  ANFTERRREI R BESLUBEND AL, ERSIBEZILEFIH
A0 5 BUBRET,

AT REB&, BNBEEFHERS|, i RKPMAFTAZERM £ BBE, ATFE :

PUT /my_index
{

"settings": { ... any settings ... },
"mappings": {
"type_one": { ... any mappings ... },
"type_two": { ... any mappings ... },
}

Ex b, {RATLUEETE config/elasticsearch.yml AN EMIELE EBHIE B 5 4] E3R3I,
action.auto_create_index: false

NOTE

SE, BNENTREHR (REIER] KBHALRERS. xAERSIBEHRESLEAN : RFESHERSIE—
MABHLENRE L, BIX, —MHHEEFNREI=E % 0.

I

R LT B KR hIFRERE]
DELETE /my_index
IR LA TEN AR BRS R

DELETE /index_one, index_two
DELETE /index_*

fREZE T LUR FRAT B3R5I

DELETE /_all

Linux] [0 www.linuxidc.com



&% IE
fRAT LBt RE AR REE LFEBI1TA, fRATLLEEIndex Modules reference documentation, B2 :
27~ Elasticsearch 124 T (i ALIFMIZGAESE, FMRIEMIAE X LRBMITAMANTLERX LM, FFEBURRLRE,

THEATRERNLE :

number_of_shards

EL—NRIINED I, AR 5. BMEBEERS QEETREENR.

number_of_replicas

BAESRMEND AN, AR 17, ZNEER LN 7EE# B3R5 g,

fimn, HOALRBRE-—DEDH, REEFD FH/NREL

PUT /my_temp_index

{

"settings": {
"number_of_shards" : 1,
"number_of_replicas" : 0

}

3

SRIE, FATATLLE update-index-settings API 3 SEWE IO K NE :

PUT /my_temp_index/_settings
{

"number_of_replicas": 1

}

Linux] [0 www.linuxidc.com
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ECE D Has

BENEEMREIRER analysis 570, FAREESHFENS R 0IERE Lo RERLIREIZRE],

E (9 Ne] B, BNe T —ERENDITSE, BTHEXFHELRNEESERIETERE

standard DTSR TEXFRIFADITE, I TAMAAAERRAR— I T4 LE, EBETUTIR

e standard 7337 8F, 1Ei9 2 % LB ARSI,
o standard RAEid &8s, #ikitFASREEDAHML NAERE (BRBEMTLAEEH) .
o lowercase IIEitj&8R, FFRIAREH KA NE,

o stop KIEityeds, MIRFIATRERERERELHEAE, 0 a, the, and, is

o

BNBERT, AR EREREAN, MELAE, RUUBLAB—NET standard DITRNEEL DR, FHE%
& stopwords %, ATLURE—MEAERTIR, HEFERA—MEFE2ENMERSR AR,

ETEHBFH, FMNUET —NFHDHES, W es std, FERMELNEIITZERA :

PUT /spanish_docs

{
"settings": {
"analysis": {
"analyzer": {
"es_std": {
"type": "standard",
"stopwords": "_spanish_"
}
}
}
}
3

es_std DIEBARER/N, ERRFEETHMNESLM spanish_docs FRB|H, #» TH analyze APl EMXE, BMBEE
RRFENZRS| 4,

GET /spanish_docs/_analyze?analyzer=es_std
El veloz zorro marroén

THAHEHNERPERMEEA 61 WEBKIRRT :

{
"tokens" : [
{ "token" : "veloz", "position" 23,
" wo " " " ition!
{ "token" : zorro", position 8 By
{ "token" : "marroéon", '"position" 4}
]
}
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B E L 2T 8s

% R Elasticsearch RiE 7T — RO HEs, BREEMNBAZAETEFIME KO, (RTLLBIEREXETAEF
Rt ey, AR MRMTELESR, KHBFHERENTER,

E (oWEENe] B, BRE 2Wi B=DFHITHNEHNEE (B3 kESs, 29, RIMEd kD) .
PR R

FR R ILFETRAEHED AT /EME ", A0, MRBMWIXAZ HTML B, SRS —LHMNAT
MEWRBIM HTML 422, #0 <p> K <divs o

EBMATLMER htnl_strip TRt EE LRHIRFTEM HTML 474, FFEI% HTML $2{8# %M 3¢ & B9 Unicode £
S saacute; 3R A

— MBS ETIS TR RS,

7339 8%
—NOHER B BE— TR, DA FRBEDEIMR LM (terms) HKKAE (tokens) . standard DHTERE
P standard 7039 a3 EFHFRDEINLIREFR, BRARDFRES, BRAFNEMDAZZETRANTAE
fiE

fBUE0, keyword Z3id i TEKEINERNFRFE, FEMD 8K, [whitespace 4337 25| Rl it Z2HE kA E|
XA, [ pattern 4325 LR IE N Rk D EISTAK,

KAEid e 28
238 E R RIER SR\ EER, £HLFENRIED IESR.
RAEd JE 2R ATREMBEN, RINSMIFRRIE, Ff1BE2IRid lowercase # stop FIEit k23, 1B Elasticsearch FHEH
B 4E, stemmer FAFiT JE2RRF 35344 b AMMBIRHZ A (rootform) . ascii folding FRALiT JERR MR T ZR/F

5, M tres # %4 tres o ngram # edge ngram A LLERAFBESRIALCEIE RSB 5 58 Mo

7 DRAER] B, BRI 2MAERXED SN ke BREEE BNFEIR—TOAUE—TEELIN
A

BB E L DR

S5HRB|%B—H#H, BNHEERET es std 2es, HAIAILUE analysis FEXTEEF AL )58, 9 2sfIRIET )E3s ¢

PUT /my_index

{
"settings": {
"analysis": {
"char_filter": { ... custom character filters ... },
"tokenizer": - custom tokenizers o Ty
"filter": - custom token filters By
"analyzer": - custom analyzers o I
}
}
3

EABF, HBAREBE—NXENDTES
1. A ntml_strip FRALEREMRAEM HTML 174

2. % & B and , FE—PMEELH mapping FFid ks
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http://bit.ly/1B6f4Ay
http://bit.ly/1E3Fd1b
http://bit.ly/1ICd585
http://bit.ly/1DIeXvZ
http://bit.ly/1INX4tN
http://bit.ly/1AUfpDN
http://bit.ly/1ylU7Q7
http://bit.ly/1CbkmYe
http://bit.ly/1DIf6j5

"char_filter": {
"& to_and": {
"type': "mapping",
"mappings": [ "&=> and "]

1. £ standard 2382802 £33
2. A 1lowercase FMFitjeafFias:H/IE

3. A stop RIEdEHFER—LEEELERA,

"filter": {
"my_stopwords": {
"type': "stop",

"stopwords": [ "the", "a" ]

IRIELLEFR SRR R SLIF 09037 B3 F it R BR A S A IR B DT 25

"analyzer": {
"my_analyzer": {

"type": "custom",

"char_filter": [ "html_strip", "&_to_and" ],
"tokenizer": "standard",

"filter": [ "lowercase", "my_stopwords" ]

ATENARNTUNULFREFHR—5F

PUT /my_index

{
"settings": {
"analysis": {
"char_filter": {
"& to_and": {
"type": "mapping",
"mappings": [ "&=> and "]
Iy
"filter": {
"my_stopwords": {
"type": "stop",
"stopwords": [ "the", "a" ]
Iy
"analyzer": {
"my_analyzer": {
"type": "custom",
"char_filter": [ "html_strip", "&_to_and" ],
"tokenizer": "standard",
"filter": [ "lowercase", "my_stopwords" ]
1}
11}

2 E3RBIfE, B analyze APIENXITHIDHTES :

GET /my_index/_analyze?analyzer=my_analyzer
The quick & brown fox

TENZRERHRNDOTREEETET
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"tokens" : [

{ "token" : "quick", "position" : 2 },
" wo. " " " Q@ o

{ "token" : and", position" : 3 },

{ "token" : "brown", "position" : 4 3},

{ "token" : "fox", "position" : 5 }

]

FRIEF 11555 Elasticsearch E2EH, TMOWERAREER, HNTLLEL TEMMENERBE— string

FEELE

PUT /my_index/_mapping/my_type

{
"properties": {
"title": {
"type": "string",
"analyzer": "my_analyzer"
}
}
3
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% B



% BUFI AR &

% BU Jf Elasticsearch AFRA—AMBUMIHE, £E H— ZFF (b3 user BX blogpost ) FA—™ % LIEHE & 3R 4 4y BIBR
BHARK, #RT XA TREEENENFEN B, #ERE (ki string , integer B date ) , MEREXLEFREEW
Lucene 3&5| k%75,

(] —=d, s BUR R BUEURE 2 FEIRAS, — TR Ll ik ke, BRAEABERAMA—TH

SESES
WRER
228, BTE Lucene AR/E L MM,

Lucene #01a] & I8 3044

Lucene #1, —/NIXAYH—4 f# $B0E AR, — N FRELFEE T, BREAFEREBTUES ML, £UH, —1
FIRMF AR ATBEE DT it P NS N, Lucene FROXEMRFRE, HFHNAH, MENAEEEK TEH
FH

AL Lucene RFRF|— N xxiet, BNFEMEEEMNEIEXFENEHERSI R, REATLLERRREEIE 417 2R
%5 EEE,

FRZEE LB
Elasticsearch # BI27E XM £ B Lz ml), —PREITESELSN £ B, BN EER BN, REER—
3|,

A% Lucene %G X4 x BIMS, SO EREBHEEE—TU  type WTHIEFTER L, YFHMNER—FTFHFLEN
X#4et, Elasticsearch 4 £ B89@it  type FEXF it v Hix LE3THY,

Lucene R# % AIRGHBEIE. BLETE Elasticsearch J§8 & JSON XSRS Lucene FEEMRITLEIEHH .

B30, user £BIFA name FERMMHFEHXNFEERE— string £ B, EHMAERBRSI 2R, EHHREZTEEL
whitespace ﬁ*ﬁ'%ﬁ%ﬁ*ﬁ'o

"name": {
"type": "string",
"analyzer": "whitespace"
3
sk FFURA2
kG 2 BYBE m

B EAR 2 BRSO MAEMER— N REI 2 F % T — LT EHE %,

BR-THMNNFESIRERFHEE : blog en RITEEMIIER, blog es FRAMIFEZMIEE, AMEEEE title
FEE, BEHDP—FEBEFER english OHTEs, B —M{EA spanish DH72s.

ERTENS HMBE A

GET /_search

{
"query": {
"match": {
"title": "The quick brown fox"
}
}
3

BiEAMEEAER title FE, BATESWEHEA, BREZERALFHIWTERNE, spanish #FZE english ?
Elasticsearch R AE—MEHEIN title FEREMAMNONE, XTI NDFEIEREZERD, Bt 35—t
=%,
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BT LLE I 4 FEIA RN G R R 2 — 0, B titleen M titlees , HEELE HFRRSIESEBEM L
?IE%O

GET /_search

{
"query": {
"multi_match": { <1>
"query": "The quick brown fox",
"fields": [ "blog_en.title", "blog_es.title" ]
3
}
}

<1> multi_match HHEZDFEERIT match BHFHF—EROIZER,

M5 3 english DATE8AT blog en.title FER, spanish T2 T blog es.title FEX, AFBEILEELAEE
AT SR,

EME ERERKE L ENFRAERED, BEEKR-—TORMETEADNXEMAR—IRE], RLEMFAL

o X8 user

{ "login": "john_smith" }
o %£E event

{ "login": "2014-06-01" }

Lucene AEF—NMFREFHEM 5 — M FREBH, ER—MRECHREIZXANFE,

AT, RIF 41X A BEF event.login FE%, Elasticsearch & 1login FEMEMKXEINEH. BENE (FEEEN
2] PRI, B AR NaANMARSIMAEE M8 £ E,

Rz RMEx Ly FRHEHEH, RRTEBEHRBE - login FBR. ZTRERSFBAETINLRINE LR K E L.

RN TR RABE x e, BNER—IREINE—1 28, MERARENATXRAFZANTR
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R R

BETHRE— 2Ky BuR, ETRESTE/LA :

o —* properties ¥ =, FIHT XA AR ENENFERAIIRET

o ZNTHIEFE, S—NEUTIEF %, HII _type, id F _source

o LB, IEHIINMAHAREBHFMFEE, B0 analyzer , dynamic_date_formats F] dynamic_templates o

o HMhiZiE, ALIAR 5 AERYRMEM object REIMFER L, HIE0 enabled , dynamic F include in all
B

Hnesk (ROFR] I (EEROFR] B4 PN XHFRABEN="REENXE :

type : FERMIEIE £ B, fII0 string F date

index : FEREG N UWUKETHKIER (analyzed ) , HARYM—MERMME ( not_analyzed ) , FRTEPAUMIER
(no)

analyzer @ FAEEZRBIFMHE R EXFERERN o472 .

BATNETEMNE S PN HEMFER, B30 ip, geo point F1 geo_shape
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TTHIE : _source FEX

FNIER T, Elasticsearch A JSON FRFERFRRIEEMRREFE _source FEA, BREMERENFE—H, _source F
Bt SEB AR £ R4,

ELFIRARHFERINE, B

o BRZRPEFRITERN TREMINE HIBIBIEIRF & 432048

MREHRD _source FE&, T =F #HRAEIER

LIREIBRAE % 1b, MEMRFEEFRREIEIE, (RALIERE Elasticsearch HIR{FM AR R EH M 3| B0EHERHED
iR,

fRATLAM  _source it get B search HKEXOIERDFER, MARENH,

EHERZHE 4R, EAMTLUEBNEIEN XEPEENAER, MAZREMN—H 1D hiENthnBRE,

BNfEsNtt, F# _source FEREERELABAZAN. RN LEMERRENFEE, RATLATERRFER

SER .
_source FEX:

PUT /my_index

{
"mappings": {
"my_type": {
"_source": {
"enabled": false
3
}
}
3

FEERFKPRATLUBRRE _source FEXEEKRIBEEFTL :

GET /_search

{
"query": { "match_all": {}},
"_source": [ "title", "created" ]

XEEFEEAM  source HIZEUHEE, MARREIEN source FEX,
HIFFER

FRT HTBIFEEM @, RBATLLEE me FEROFRKBELLEHEIRE, A Lucene #EIHNA » AuETERt 3
RERIBRENE, Fxk, _source FERMER—MNHEFER,

1E Elasticsearch f1, #x BHEFFEFAE—NFHE, TENXEEZLBRET _source FEH, BERIFHI S
EERER _source BEE R RIREEMFE,
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TCEE ¢ _all FER

T [(HeEER] A, N8 7T a1 FB: 1 HEHMBFERENFEFTREFTER, query string ERBIBETER T EA
B _a11 FEEi#),

_all FEREH S AMRRNBRERER, SFRETERZRAXENL M, AURMERAE9RTENFEER, mBEINREE
IRABZRBOSCAY -

GET /_search
{

"match": {
"_all": "john smith marketing"

}

MEMREBN AL R, ERERILEENELE, FRIBREVHER a1 FBR, a1 2—MEeERn8Rsa. B
SMINFE, REERE, BATRENEFRRER, ReBEX%.

(EXMEE] ZRAN—TREENRNEZFROKE | FRUEE, BUER, AR08 tite FRONEZRZE KH
content FRRAMIEZLR/EER, MFRAMNIMERE a1 FRAMTIRHR

MRIRREREMEA a11 FE, FALLEY THRNMRAZAE :

PUT /my_index/_mapping/my_type
{
"my_type": {
"_all": { "enabled": false }
}

it include_in_all #AALIEHIFREGERI ST a1l FEFP, BAGRE true, E—PHRLEZE
include in_all AILUEX A st RATE FERMIEAIT A,

R ERE 211 FERESHMERENEXFER, B0 title , overview , summary # tags o MM TFREZEMA _all
FE%, MRATLAGRERAEERA include_in_all %, Mk EFEE EEMA include_in_all o

PUT /my_index/my_type/_mapping

{
"my_type": {
"include_in_all": false,
"properties": {
"title": {
"type": "string",
"include_in_all": true
3
}
}
}

#ig all FRAKE—DEIDNE string FHR, EEARANITERINTENE, MAEXARRAENTERIEE
BDHras. MBMRAAE string XBFER—#, FAMUEE a1 FEREMKDINES :

PUT /my_index/my_type/_mapping
{
"my_type": {
"_all": { "analyzer": "whitespace" }

}
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X715 1D

SOAYME— #r iR AN TTBURF R A K
_id : XHEBIFRFE ID

_type : XAEHyEEE

_index : MIHFFTERYZRAI

_uid @ _type M _id #EIFEAKM type#id

BUAERT, _uid 2REF (TR@E) F5%R5 (%K) K. _type FRWRFEZRERE, _id f _index FRNEL
BERIMEBE#E, ENFTRERFEN,

REWMLL, RIPATLUGE 2 FBR—# 54 _id FE&, Elasticsearch i _uid FEFBEH _id ., SREITLUESTxLEF
EXBY index # store %i&, BREALFAFTEX LM,

_id FERE—MRITEEAEBEIMNEE : path % BSiF Elasticsearch EEEMXEAGH RN EERHRER _id

PUT /my_index

{
"mappings": {
"my_type": {
"id": {
"path": "doc_id" <1>
i
"properties": {
"doc_id": {
"type": "string",
"index": '"not_analyzed"
}
3
}
}
3

<1> M doc_id FEREMR _id

RIE, HIREEE|— e

POST /my_index/my_type

{
"doc_id": "123"

}

_id {EAHANXEERD doc_id FEREM.

{
"_index": "my_index",
"_type": "my_type",
"oidn "123", <1>
"_version": 1,
"created": true

}

<1> _id EEMAMIERT.

%5 2R pRARE, AREEE vuk #XK (L [buk BR] ) BEN2MBERR . LI RET [T SER
MUBEITHRRER FRDELM— DR, MEBERTBEDS IR,
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7 A5 BREY
Y Elasticsearch EiB—MIBMFERN, ©lid (5 AME5] EBEFERNEIELE B B2 FERINE & BBS &,

Brtx BEEMITY, BHHTE. NFRTMESEREFLEFEMEIXEH, BRMREFECMEEHHEFRED. HiFfRix
ABRBEE 1. 52 Y IREM Elasticsearch 1’F7’7£§5HEJ?HT, {REBERMFEREEMH — DR ERKERR,

%1759"]?%, 'fﬂ-{ﬁ_“/lﬁli dynamic X IE B el X L6197 H, E?&&Tﬁﬂnﬂ\lﬁﬁﬁ

true : EN&/IJ\JJD%EX (E‘k‘l}\)

strict : HBEERMFEGMHZES

dynamic % BRI LU BER T KRBT object tRE, {RATLUE dynamic BRINEZREH strict , MIERFERNEHRLEEH

B

PUT /my_index

{
"mappings": {
"my_type": {
"dynamic": "strict", <1>
"properties": {
"title": { "type": "string"},
"stash": {
"type": "object",
"dynamic": true <2>
}
3
}
}
3

<1> YBEIRIMFE, ny type MARTGMWMERE
<2> stash MREEFH BT

Bit X DBRES, RATLURII— DRI ERTFRE stash wRAP :

PUT /my_index/my_type/1
{

"title": "This doc adds a new field",
"stash": { "new_field": "Success!" }

B2 R BIHRE M &R

PUT /my_index/my_type/1
{

"title": "This throws a StrictDynamicMappingException",
"new_field": "Fail!"

&5 o I dynamic BB false TBEARIENR _source FEEMAZR. _source FHIIBFRIFIRIRE|nBISTEE JSON XA,
R, EBEHRRNINEMS RN TN #HIEHR,
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HE L5 53R5|

NRIRIETE 2 1T RO INFT I FER, (RATRER T £ o AFRBl, RGN s AMHEN wn BEFHLEEE, FaMERMNT
LB % EREE LX),

HHAA

Y Elasticsearch BE|— M FHEFEN, TRENZNFEEETIE— TR 5B, LN 2014-01-01 . AREE
ERGE—NEE, INFEREWIES date £BIRM, TN, SRWIEA string BRI,

BLEHEX DN TR FH— L g, BRMBE - KX
{ "note": "2014-01-01" }

Bk X BB RLE note FE, BRWHRMY date FH, BERMRT PG #
{ "note": "Logged out" }

ZEATE—TBHE, Bheekt, INFREL2WAMy B LR, 349 Farway F3x7RE.

BHERR AT LBt TEAR 4 R L35 B date detection 4 false EX :

PUT /my_index
{
"mappings": {
"my_type": {
"date_detection": false

3
AR DIRE, FREFMBLRE string £B, BRIMEFEE—D date FB, REFHRNE,

Elasticsearch ¥I#r=#F 8 4 BHIBM N AT LUBE  dynamic_date formats FRE&E FEEH,
# S8R
M dynamic_templates , {RATLASERIRGIFTFERRIBRES, (RixERLUAE FEAREIE L8 5 A— M2 RS,

BIERSBE N EFATFER X MERMAR, — napping FERATFIEPAINRGFELFER, MEL—1SE (FlA
match ) R L MEWRE R FHNFER,

BARIR IR RS ], B—DEERERSWERA. 0, s string FRFEREL A MEIR :

° es:?—gﬁ’glﬂ _es %Eﬁ'ﬁ%gﬁﬁﬁ spanish ﬁ*ﬁ%%o
° eniﬁﬁﬁgﬂﬂigﬁﬁﬂq english TR

HAE es BRBEFE—AL, EHECHERAEFFREN en RIRERFK—R

PUT /my_index
{
"mappings": {
"my_type": {
"dynamic_templates": [
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{ Mes': {

"match": "*_es", <1>
"match_mapping_type": "string",
"mapping": {
"type": "string",
"analyzer": "spanish"
}
13
{ "en": {
"match": nEN<2>
"match_mapping_type": "string",
"mapping": {
"type": "string",
"analyzer": "english"
}
1}

133

<1> EERFEREL _eos ERHFER.
<2> LEERE TR £ BT E,

match_mapping_type JUH{RIRFIEIR REEFERAEEEN £ E, sti&BEmEs SN nB—4, (B0 strong

long )

match SERAMCEFEEA, path match SENCEFERE—DRPITERRE, FFLL address.*.name M fFICE—ix
HHTFER

"address": {
"city": {
"name": "New York"

}

unmatch F0 path_unmatch #1045 A FHERR AR L ERHNFER,

BZ i IR RSE
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BRI BR G

BE, —RSIPHME LBEEEHENFEMEE, A _default. BESRIEEARREBESREMAE, MARERERN
$RU EEIRMF, _default BREVIRHT £ BUMURMR., AIBTE _default. MU 25 WA BUNGESMBMBULXE, RIEEED
B9 3 BUBREY RERTR B S X L EC B,

B, FATATLMER  default BRESPRA £ BEA a1 FE, MRE blog FREFEE :

PUT /my_index

{
"mappings": {
"_default_": {
"_all": { "enabled": false }
+
"blog": {
"_all": { "enabled": true }
}
}
3

_default  BREVHHETE LFRE| 4 5| B2 SEMREVFITS,

Linux] [0 www.linuxidc.com



EMREIBE

& MRAT LA SRBIANINFTRI £ BY, e £ BURINHTEFER, BRMATERNFHIMNBIERCEFR. RIOMx M, B
WREINHER T ST ERMMNERBTIIEETRE,

ERECEFENRER § $NAERENRS| : e B—MHEREIFNRE, RAEFMAERNXEMIBRIRSIE IR L,

_source FERM—PMERABIIFLZIRELE Elasticsearch HE 7 REHXH, RABREMBEEFERMIFRS], x#
BEXLRE.

% T EEBBIFREI BRI PR, A (scan-scoll] L& IIBRSIMIXE, AEFEE (bulk API] SR E (1#EXs
£ EGT

HEEHRS
IRETLAER — o | AT SN EFREINE S, BERMERTRRENNEREE L, L, JURERARSINES B H

HAs et [ B ER IR RN 4

GET /old_index/_search?search_type=scan&scroll=1m

{
"query": {
"range": {
"date": {
"gte": "2014-01-01",
"lt": "2014-02-01"
3
}
i
"size": 1000
3

RANR 4% 2 TEIHSRE| LMEDR, (RATREIBFARATIGHISMRMNE TH ARSI, X LLBEY EH 2 ITERREIREFRTH,
BReFERE EH ERNTEHIEH ST T .
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%515 A MFEe A
AR B BB 1 TR R EHR 5 P, RAEF 5 — BB, 3151 B ERMRMAA 28 |

FB| 318 ME—DNREAR S £ E, TUHERA—IHZANES|, hTULEMEERSIZH APIFER, 218 F 280Nk
KEOREME, FA4FMMHE

o TE—Niz{THER ETMM— DB #%HE % —1

o %‘\%/I\%%Mﬁ—f: (WU&D, last,threefmonths)

o LRBIN—PTFEUE anm

BNUERARES HENERR. AEBMNENZBENELESEIN |ARMIBEZREI)%EERRE],
XBEEAMEEHBIRR © _alias AT EMRIE, _aliases AFTERFEZDRE

Ex—Ed, FAERRMEARXRA— WY ny_index BIFRBl, MEL L, ny_index B—NEAHIIELRSINF G, B
E"]%a%ll‘—ff@ﬁ—/l\ﬁﬁjs% my_index_v1l , my_index_v2 %%0

FFER, FATIEBE—1RE] my_index vi, AEMHE my_index FEETE :

PUT /my_index_v1l <1>
PUT /my_index_v1/_alias/my_index <2>

<1> #|3%B| my_index_vi o
<2> {458 my_index FEM my_index_vi o

RAT LA ) x4 5] B3R A 3RE]
GET /*/_alias/my_index

L 5 B iEE X PREI
GET /my_index_v1/_alias/*

mEEFRE T oA

"my_index_vi1" : {
"aliases" : {
"my_index" : { }

}

RE, BAVREBRRSIR—NFERNME, BARNTEERAFNLS, RIBNFEEHNHRSIEIE. 5%, BNoE
*ﬁ‘%ﬁﬂ’ﬂﬂﬂ&%ﬂﬂ’ﬂ?ﬁ:%l my_index_v2 o

PUT /my_index_v2

{
"mappings": {
"my_type": {
"properties": {
"tags": {
"type": "string",
"index": "not_analyzed"
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REFHANTMFEIEM ny_index vi FHEE] my_index vz , FTEIEE [EFFES]] Pl 7. —BRMNAATIEE2E
EMIIZRET, A s &iEREFnEsl,

HMNAALEEENRE, FIUARNBEEHRSIPRMLEHWE S MBRIRRIRE. IMREFERTFL, FAUABRNEE
A _aliases ??nﬁﬂf

POST /_aliases

{
"actions": [
{ "remove": { "index": "my_index_v1", "alias": "my_index" }},
{ "add": { "index": "my_index_v2", "alias": "my_index" }}
]
}

B, fRB9R AEMIBREERE T HH, TREENE H,

BIfE{RIA AN MAENTRE &+ B2 RTERNT, RN BEE > AREMAN, 2REUTRESEA —LREN.

FLLE A% - ERARERNEMARRE. REMMATLUEEMHEERRS. HBOFERD, S ZER.
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[linside-a-shard]] == Inside a Shard

In <>, we introduced the shard, and described((("shards"))) it as a low-level worker unit. But what exactly is a shard and
how does it work? In this chapter, we answer these questions:

e Why is search near real-time?

e Why are document CRUD (create-read-update-delete) operations real-time?

e How does Elasticsearch ensure that the changes you make are durable, that they won't be lost if there is a power
failure?

e Why does deleting documents not free up space immediately?

e What do the refresh, flush,and optimize APIs do, and when should you use them?

The easiest way to understand how a shard functions today is to start with a history lesson. We will look at the problems
that needed to be solved in order to provide a distributed durable data store with near real-time search and analytics.

.Content Warning

The information presented in this chapter is for your interest. You are not required to understand and remember all the
detall in order to use Elasticsearch. Read this chapter to gain a taste for how things work, and to know where the
information is in case you need to refer to it in the future, but don't be overwhelmed by the detail.
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[[making-text-searchable]] === Making Text Searchable

The first challenge that had to be solved was how to((("text", "making it searchable"))) make text searchable. Traditional
databases store a single value per field, but this is insufficient for full-text search. Every word in a text field needs to be
searchable, which means that the database needs to be able to index multiple values--words, in this case--in a single field.

The data structure that best supports the multiple-values-per-field requirement is the inverted index, which((("inverted
index"))) we introduced in <>. The inverted index contains a sorted list of all of the unique values, or terms, that occur in
any document and, for each term, a list of all the documents that contain it.

Term | Doc 1 | Doc 2 | Doc 3 | ...

brown | X | | X | o
fox | X | X | X | o
quick | X | X | | o
the | X | | X I o

[NOTE]

When discussing inverted indices, we talk about indexing documents because, historically, an inverted index was used to
index whole unstructured text documents. A document in Elasticsearch is a structured JSON document with fields and
values. In reality, every indexed field in a JSON document has its

own inverted index.

The inverted index may hold a lot more information than the list of documents that contain a particular term. It may store a
count of the number of documents that contain each term, the number of times a term appears in a particular document,
the order of terms in each document, the length of each document, the average length of all documents, and more. These
statistics allow Elasticsearch to determine which terms are more important than others, and which documents are more
important than others, as described in <>.

The important thing to realize is that the inverted index needs to know about all documents in the collection in order for it to
function as intended.

In the early days of full-text search, one big inverted index was built for the entire document collection and written to disk.
As soon as the new index was ready, it replaced the old index, and recent changes became searchable.

[role="pagebreak-before"] ==== Immutability

The inverted index that is written to disk is immutable: it doesn't change.((("inverted index", "immutability"))) Ever. This
immutability has important benefits:

e There is no need for locking. If you never have to update the index, you never have to worry about multiple processes
trying to make changes at the same time.

e Once the index has been read into the kernel's filesystem cache, it stays there, because it never changes. As long as
there is enough space in the filesystem cache, most reads will come from memory instead of having to hit disk. This
provides a big performance boost.

e Any other caches (like the filter cache) remain valid for the life of the index. They don't need to be rebuilt every time the
data changes, because the data doesn't change.

e \Writing a single large inverted index allows the data to be compressed, reducing costly disk I1/0 and the amount of
RAM needed to cache the index.

Of course, an immutable index has its downsides too, primarily the fact that it is immutable! You can't change it. If you want
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to make new documents searchable, you have to rebuild the entire index. This places a significant limitation either on the
amount of data that an index can contain, or the frequency with which the index can be updated.
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[[dynamic-indices]] === Dynamically Updatable Indices

The next problem that needed to be ((("indices", "dynamically updatable")))solved was how to make an inverted index
updatable without losing the benefits of immutability? The answer turned out to be: use more than one index.

Instead of rewriting the whole inverted index, add new supplementary indices to reflect more-recent changes. Each inverted
index can be queried in turn--starting with the oldest--and the results combined.

Lucene, the Java libraries on which Elasticsearch is based, introduced the concept of per-segment search. ((("per-segment
search")))((("segments")))((("indices", "in Lucene"))) A segment is an inverted index in its own right, but now the word index
in Lucene came to mean a collection of segments plus a commit point—a file((("commit point"))) that lists all known

segments, as depicted in <>. New documents are first added to an in-memory indexing buffer, as shown in <>, before being

written to an on-disk segment, as in <>

[limg-index-segments]] .A Lucene index with a commit point and three segments image::images/elas_1101.png["A Lucene
index with a commit point and three segments"]

.Index Versus Shard

To add to the confusion, a Lucene index is what we call a shard in Elasticsearch, while an index in Elasticsearch((("indices",
"in Elasticsearch")))((("shards", "indices versus"))) is a collection of shards. When Elasticsearch searches an index, it sends
the query out to a copy of every shard (Lucene index) that belongs to the index, and then reduces the per-shards results to
a global result set, as described in <>.

A per-segment search works as follows:

1. New documents are collected in an in-memory indexing buffer. See <>.
2. Every so often, the buffer is commited:

A new segment--a supplementary inverted index--is written to disk. A new commit point is written to disk, which
includes the name of the new segment. ** The disk is fsync'ed—all writes waiting in the filesystem cache are flushed to
disk, to ensure that they have been physically written.

1. The new segment is opened, making the documents it contains visible to search.
2. The in-memory buffer is cleared, and is ready to accept new documents.

[[img-memory-buffer]] .A Lucene index with new documents in the in-memory buffer, ready to commit
image::images/elas_1102.png["A Lucene index with new documents in the in-memory buffer, ready to commit"]

[[img-post-commit]] .After a commit, a new segment is added to the commit point and the buffer is cleared
image::images/elas_1103.png["After a commit, a new segment is added to the index and the buffer is cleared"]

When a query is issued, all known segments are queried in turn. Term statistics are aggregated across all segments to
ensure that the relevance of each term and each document is calculated accurately. In this way, new documents can be
added to the index relatively cheaply.

[[deletes-and-updates]] ==== Deletes and Updates

Segments are immutable, so documents cannot be removed from older segments, nor can older segments be updated to
reflect a newer version of a document. Instead, every ((("deleted documents")))commit point includes a .del file that lists
which documents in which segments have been deleted.

When a document is “deleted,'' it is actually just _marked_ as deleted in the .del” file. A document that has been
marked as deleted can still match a query, but it is removed from the results list before the final query results are returned.

Document updates work in a similar way: when a document is updated, the old version of the document is marked as
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deleted, and the new version of the document is indexed in a new segment. Perhaps both versions of the document will
match a query, but the older deleted version is removed before the query results are returned.

In <>, we show how deleted documents are purged from the filesystem.
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[[near-real-time]] === Near Real-Time Search

With the development of per-segment search, the ((("searching”, "near real-time search")))delay between indexing a
document and making it visible to search dropped dramatically. New documents could be made searchable within minutes,
but that still isn't fast enough.

The bottleneck is the disk. (((“committing segments to disk")))((("fsync")))((("segments", "committing to disk"))) Commiting a
new segment to disk requires an http://en.wikipedia.org/wiki/Fsync[ fsync’] to ensure that the segment is physically written
to disk and that data will not be lost if there is a power failure. But an fsync is costly; it cannot be performed every time a
document is indexed without a big performance hit.

What was needed was a more lightweight way to make new documents visible to search, which meant removing fsync
from the equation.

Sitting between Elasticsearch and the disk is the filesystem cache.((("filesystem cache"))) As before, documents in the in-
memory indexing buffer (<>) are written to a new segment (<>). But the new segment is written to the filesystem cache first-
-which is cheap--and only later is it flushed to disk--which is expensive. But once a file is in the cache, it can be opened and
read, just like any other file.

[img-pre-refresh]] .A Lucene index with new documents in the in-memory buffer image::images/elas_1104.png["A Lucene
index with new documents in the in-memory buffer"]

Lucene allows new segments to be written and opened--making the documents they contain visible to search--without
performing a full commit. This is a much lighter process than a commit, and can be done frequently without ruining
performance.

[limg-post-refresh]] .The buffer contents have been written to a segment, which is searchable, but is not yet commited
image::images/elas_1105.png["The buffer contents have been written to a segment, which is searchable, but is not yet
commited"]

[[refresh-api]] ==== refresh API

In Elasticsearch, this lightweight process of writing and opening a new segment is called a refresh.((("shards", "refreshes")))
((("refresh API"))) By default, every shard is refreshed automatically once every second. This is why we say that
Elasticsearch has near real-time search: document changes are not visible to search immediately, but will become visible
within 1 second.

This can be confusing for new users: they index a document and try to search for it, and it just isn't there. The way around
this is to perform a manual refresh, with the refresh API:

[source,json]

POST /_refresh <1>

POST /blogs/_refresh <2>

<1> Refresh all indices.

<2> Refresh just the blogs index.

[TIP]

While a refresh is much lighter than a commit, it still has a performance cost.((("indices", "refresh_interval))) A manual
refresh can be useful when writing tests, but don't do a manual refresh every time you index a document in production; it
will hurt your performance. Instead, your application needs to be aware of the near
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real-time nature of Elasticsearch and make allowances
for it.

Not all use cases require a refresh every second. Perhaps you are using Elasticsearch to index millions of log files, and you
would prefer to optimize for index speed rather than near real-time search. You can reduce the frequency of refreshes on a
per-index basis by ((("refresh_interval setting")))setting the refresh_interval :

[source,json]

PUT /my_logs { "settings": { "refresh_interval": "30s" <1> }

}

<1> Refresh the my_logs index every 30 seconds.

The refresh_interval can be updated dynamically on an existing index. You can turn off automatic refreshes while you are
building a big new index, and then turn them back on when you start using the index in production:

[source,json]

POST /my_logs/_settings { "refresh_interval™: -1 } <1>

POST /my_logs/_settings

{ "refresh_interval": "1s" } <2>

<1> Disable automatic refreshes.
<2> Refresh automatically every second.

CAUTION: The refresh_interval expects a duration such as 1s (1 second) or 2m (2 minutes). An absolute number like
1 means 1 millisecond--a sure way to bring your cluster to its knees.
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[[translog]] === Making Changes Persistent

Without an fsync to flush data in the filesystem cache to disk, we cannot be sure that the data will still ((("persistent
changes, making")))((("changes, persisting")))be there after a power failure, or even after exiting the application normally.
For Elasticsearch to be reliable, it needs to ensure that changes are persisted to disk.

In <>, we said that a full commit flushes segments to disk and writes a commit point, which lists all known segments.
((("commit point"))) Elasticsearch uses this commit point during startup or when reopening an index to decide which
segments belong to the current shard.

While we refresh once every second to achieve near real-time search, we still need to do full commits regularly to make
sure that we can recover from failure. But what about the document changes that happen between commits? We don't want
to lose those either.

Elasticsearch added a translog, or transaction log,((("translog (transaction log)"))) which records every operation in
Elasticsearch as it happens. With the translog, the process now looks like this:

1. When a document is indexed, it is added to the in-memory buffer and appended to the translog, as shown in <>. +
[limg-xlog-pre-refresh]] .New documents are added to the in-memory buffer and appended to the transaction log
image::images/elas_1106.png["New documents are added to the in-memory buffer and appended to the transaction

log"]

2. The refresh leaves the shard in the state depicted in <>. Once every second, the shard is refreshed:
+

The docs in the in-memory buffer are written to a new segment, without an fsync . The segment is opened to
make it visible to search.

** The in-memory buffer is cleared.

[img-xlog-post-refresh]] .After a refresh, the buffer is cleared but the transaction log is not

image::images/elas_1107.png["After a refresh, the buffer is
cleared but the transaction log is not"]

1. This process continues with more documents being added to the in-memory buffer and appended to the transaction
log (see <>). + [[img-xlog-pre-flush]] .The transaction log keeps accumulating documents
image::images/elas_1108.png["The transaction log keeps accumulating documents"]

1. Every so often--such as when the translog is getting too big--the index is flushed; a new translog is created, and a full
commit is performed (see <>):

+

Any docs in the in-memory buffer are written to a new segment. The buffer is cleared. A commit point is written
to disk. The filesystem cache is flushed with an fsync . ** The old translog is deleted.

The translog provides a persistent record of all operations that have not yet been flushed to disk. When starting up,
Elasticsearch will use the last commit point to recover known segments from disk, and will then replay all operations in the
translog to add the changes that happened after the last commit.

The translog is also used to provide real-time CRUD. When you try to retrieve, update, or delete a document by ID, it first
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checks the translog for any recent changes before trying to retrieve the document from the relevant segment. This means
that it always has access to the latest known version of the document, in real-time.

[[img-xlog-post-flush]] .After a flush, the segments are fully commited and the transaction log is cleared
image::images/elas_1109.png["After a flush, the segments are fully commited and the transaction log is cleared"]

[[flush-api]] ==== flush API

The action of performing a commit and truncating the translog is known in Elasticsearch as a flush. ((("flushes"))) Shards
are flushed automatically every 30 minutes, or when the translog becomes too big. See the http:/bit.ly/IE3HKbD[ translog”
documentation] for settings that can be used((("translog (transaction log)", "flushes and"))) to control these thresholds:

The http://bit.ly/1ICgxiU[ flush™ API] can ((("indices", "flushing™)))((("flush API")))be used to perform a manual flush:

[source,json]

POST /blogs/_flush <1>

POST /_flush?wait_for_ongoing <2>

<1> Flush the blogs index.
<2> Flush all indices and wait until all flushes have completed before returning.
You seldom need to issue a manual flush yourself; usually, automatic flushing is all that is required.

That said, it is beneficial to <> your indices before restarting a node or closing an index. When Elasticsearch tries to
recover or reopen an index, it has to replay all of the operations in the translog, so the shorter the log, the faster the
recovery.

.How Safe Is the Translog?

The purpose of the translog is to ensure that operations are not lost. This begs the question: how safe((("translog
(transaction log)", "safety of"))) is the translog?

Writes to a file will not survive a reboot until the file has been +fsync+'ed to disk. By default, the translog is +fsync+'ed every
5 seconds. Potentially, we could lose 5 seconds worth of data--if the translog were the only mechanism that we had for
dealing with failure.

Fortunately, the translog is only part of a much bigger system. Remember that an indexing request is considered successful
only after it has completed on both the primary shard and all replica shards. Even if the node holding the primary shard
were to suffer catastrophic failure, it would be unlikely to affect the nodes holding the replica shards at the same time.

While we could force the translog to fsync more frequently (at the cost of indexing performance), it is unlikely to provide
more reliability.
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[[merge-process]] === Segment Merging

With the automatic refresh process creating a new segment((("segments", "merging"))) every second, it doesn't take long

for the number of segments to explode. Having too many segments is a problem. Each segment consumes file handles,
memory, and CPU cycles. More important, every search request has to check every segment in turn; the more segments
there are, the slower the search will be.

Elasticsearch solves this problem by merging segments in the background.((("merging segments"))) Small segments are
merged into bigger segments, which, in turn, are merged into even bigger segments.

"o

This is the moment when those old deleted documents((("deleted documents", "purging of"))) are purged from the
filesystem. Deleted documents (or old versions of updated documents) are not copied over to the new bigger segment.

There is nothing you need to do to enable merging. It happens automatically while you are indexing and searching. The
process works like as depicted in <>:

1. While indexing, the refresh process creates new segments and opens them for search.

2. The merge process selects a few segments of similar size and merges them into a new bigger segment in the
background. This does not interrupt indexing and searching. + [[img-merge]] .Two commited segments and one
uncommited segment in the process of being merged into a bigger segment image::images/elas_1110.png["Two
commited segments and one uncommited segment in the process of being merged into a bigger segment"]

3. <> llustrates activity as the merge completes:
+

The new segment is flushed to disk. A new commit point is written that includes the new segment and

excludes the old, smaller segments.

The new segment is opened for search. The old segments are deleted.

[[img-post-merge]] .Once merging has finished, the old segments are deleted

image::images/elas_1111.png["Once merging has finished, the
old segments are deleted"]

The merging of big segments can use a lot of /0O and CPU, which can hurt search performance if left unchecked. By
default, Elasticsearch throttles the merge process so that search still has enough resources available to perform well.

TIP: See <> for advice about tuning merging for your use case.
[[optimize-api]] ==== optimize API

The optimize APl is best ((("merging segments", "optimize APl and")))((("optimize API")))((("segments", "merging",
"optimize API")))described as the forced merge API. It forces a shard to be merged down to the number of segments
specified in the max_num_segments parameter. The intention is to reduce the number of segments (usually to one) in order to
speed up search performance.

WARNING: The optimize API should not be used on a dynamic index--an index that is being actively updated. The
background merge process does a very good job, and optimizing will hinder the process. Don't interfere!

In certain specific circumstances, the optimize API can be beneficial. The typical use case is for logging, where logs are
stored in an index per day, week, or month. Older indices are essentially read-only; they are unlikely to change.
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In this case, it can be useful to optimize the shards of an old index down to a single segment each; it will use fewer
resources and searches will be quicker:

[source,json]

POST l/logstash-2014-10/_optimize?max_num_segments=1
<1>

<1> Merges each shard in the index down to a single segment

[WARNING]

Be aware that merges triggered by the optimize API are not throttled at all. They can consume all of the /O on your
nodes, leaving nothing for search and potentially making your cluster unresponsive. If you plan on optimizing an index, you
should use shard allocation (see <>) to first move the index to a node where it is safe to

run.
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& HoE A

TR, MREEAES. TRBENERZRETEMNFENR. enNTHEEXE (BImEtomnR) MARES
WafF. BNSEBR TR RBNMEELY (TRSBEE] , A%, #LuERTRSHNER TS,

BFHFH term ifjEds

BNTEENZ term 2%, BERAMIEL2ESARE, IMNGRSBEELRERT, e, HE, XA,

BAVRE—THF, —L£*RsBARFERRS, 2ERHDFE price #l productid :
POST /my_store/products/_bulk
{ "index": { "_id": 1 }}
{ "price" : 10, "productID" : "XHDK-A-1293-#fJ3" }
{ "index": { "_id": 2 }}
{ "price" : 20, "productID" : "KDKE-B-9947-#kL5" }
{ "index": { "_id": 3 }}
{ "price" : 30, "productID" : "JODL-X-1937-#pV7" }
{ "index": { "_id": 4 }}
{ "price" : 30, "productID" : "QQPX-R-3956-#aD8" }
BB EFERHEENKRN = @, RIMAXREREAER, WA SQLRRAXRE HILRAE, CHEERGKIH

SELECT document
FROM products
WHERE price = 20

1E Elasticsearch DSL #, FHA41{EMA term 3B EZARHMNE, term BB EHIAZERERMG. tern REFA
BR4Gx, ES—INFRENBNFESLNG :

"term" : {
"price" : 20

term W RERAFHAEERIEM, BRI [(£:9 DSL] AN@HI—#, EHRAPIZFER/E - swia , MAE— dn®.
A THER term T3837, BNBEFMvESE—Nitxsinzd

GET /my_store/products/_search

{
"query" : {
"filtered" : { <1>
"query" : {
"match_all" : {} <2>
i
"filter" : {
"term" : { <3>
"price" : 20
}
3
}
}
3

<1> filtered & ifFAINIEZES query 5 filter
<2> match_all FARIEEATAEXH, XEBEATH, FAUELIENBFHRZMNGEEIE query BB,

<3> XM EEALH term iTE2R. FREHE filter DAPFHLE,
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"hits" : [
{
"_index" : "my_store",
"_type" : '"products",
"_id" 20,
" _score" : 1.0, <1>
"_source" : {
"price" : 20,
"productID" : "KDKE-B-9947-#kL5"
}
}
]

<1> i EBARMITH LM ERRXM, D@EE match_all 3§ ~4%, MMAXE—RELC, AEENERENOEEHE 1

AT XA term it )2y

BREMEFTLIREH, term T IEEBRATLUREEMF —H20NEREFFTFR, itHMBIFE UPC 7R 2R E = M, M4
BRLME, NRA SQLER M, BNUEREATEMNE 4

SELECT product
FROM products
WHERE productID = "XHDK-A-1293-#fJ3"

%35 #) DSL, A term it sEBRME—N L LIS ) ¢

GET /my_store/products/_search

{
"query" : {
"filtered" : {
"filter" : {
"term" : {
"productID" : "XHDK-A-1293-#fJ3"
}
3
}
}
3

BRHEEER B ERAEASRE | AMLIR? FBAET tern i ; MATHEHRSINAR. MRBMER
analyze APIl, FAAILLEE UPC #49 fRRRRE /NISRAE -

GET /my_store/_analyze?field=productID
XHDK-A-1293-#fJ3

{

"tokens" : [ {
"token" : "xhdk"
"start_offset" : 0,
"end_offset" : 4,
"type" : "<ALPHANUM>",
"position" : 1

AL
"token" : "a",
"start_offset" : 5,
"end_offset" : 6,
"type" : "<ALPHANUM>",
"position" : 2

oo
"token" : "1293",
"start_offset" : 7,
"end_offset" : 11,
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"type" : "<NUM>",

"position" : 8

oA
"token" : "fj3",
"start_offset" : 13,
"end_offset" : 16,
"type" : "<ALPHANUM>",
"position" : 4

1

XBEH-BEL:

o BMBETHANDFFHIRIE, MAR—FTEMRIREKR UPC,
o FTBEMIFERFEMWE A TINE,
o BMKETAHERN » F5.

FRASEAIA xHok-A-1203-#F33 K&, BAEEMLER, B X PMREFERNOEBREIH, BR, BEHLEIIH
BIPH N ERAE,

B, ERIEBHE—47ing, siEHMKEEN, IRERNEBENLR,
HTRGEMERLE, BNEEBETEBEXNFEA not_analyzed Eik Elasticsearch B8 —NEWHE. BiI1SE

(HELFEBME] P, ¥ T2AB4H, BNELEHRIBRS (BATCEET 208 , FaB—DEHRRETH
55| :

DELETE /my_store <1>

PUT /my_store <2>

{
"mappings" : {
"products" : {
"properties" : {
"productID" : {
"type" : "string",
"index" : "not_analyzed" <3>
}
3
}
}
3

<1> WA EEMRERE, EAFRMNTEEENRE 2 FENIME,
<2> fikRE, FMTLLABE LM REE,
<3> T BHAMBWIRTAEHEL productid #OHT.

MAEF AT LAgk 5 EFTFRE S0 -

POST /my_store/products/_bulk

{ "index": { "_id": 1 }}
{ "price" : 10, "productID" : "XHDK-A-1293-#fJ3" }
{ "index": { "_id": 2 }}
{ "price" : 20, "productID" : "KDKE-B-9947-#kL5" }
{ "index": { "_id": 3 }}
{ "price" : 30, "productID" : "JODL-X-1937-#pV7" }
{ "index": { "_id": 4 }}
{ "price" : 30, "productID" : "QQPX-R-3956-#aD8" }

AEHNMB tern AR FHRFHA TR, LFNERFRIINBIELBR—R CER, £af iR EER, REHERE
HIRETT)
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GET /my_store/products/_search

{
"query" : {
"filtered" : {
"filter" : {
"term" : {
"productID" : "XHDK-A-1293-#fJ3"
}
3
}
}
3

product’d FEXRBZ IO, term I EIBMRABIRITON, PILUXFEWILET EMRCERNE, NHHRE TS 1,
R 1R
Elasticsearch fENEB A if — LR VER AT — Rt 3k -

A

1. & HICE S,

term it JEERTEEIBERRBI A & 38 xHok-A-1203-#F33 , AFREISEBMNANETIR, EXMIFH, REXE1E
BATEER,

2. plBFIE

RETRBTUE—DFVE — —PH 10 AMRNEE — Rl EExNiE, CENXXEEER 1 F
%, ERMNGFH, FHENRE [1,0,0,0]
3 EBEFVE

RE, FREE#EERED, UEHNEATRB Sm 152, T AKMIRA THE, itk T EHEEHR,

LIIT filtered &Y, filter R query B#IT. SRFIERMWAEL query Xk B2 BRI, XMk
SREAMRENAR, BHEIPHNXEERERRRE,
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HEETIE

AEAANMIFRRT 20 kHRNER, edh, RUEFEES RS MaTE, fltn, 187E Elasticsearch AFkix XA
SQL 53 ?

SELECT product

FROM products

WHERE (price = 20 OR productID = "XHDK-A-1293-#fJ3")
AND (price != 30)

FEERT, REE bool idikds. XEURMTEFFHASHHAGTIESR, RENSERSMHRAS,

bool it JsBSEH=ERO AR :

{
"bool" : {
"must" : [1,
"should" : L1,
"must_not" : [],
}
3

must : FIE D AELALE, 5 ao #8RE,

must_not : FIEDAEMYAREE, 5 not HE,

should : EVE—PAEEE, 5 or R,

BHEBMTT | BRIMREES Did k8, FHBMBRA bool it JE3RERIT,

1R : bool it iEBHIEBNEDHE LM (B, MAMURERE—D st 98) , MABSMRITUSE S it
ax

S

AT EH LEER SQL RAI, FHAEAD term T IRZBIMIE bool T yEEFHY should AT, AERABZ—NDAELE noT

ESLo

GET /my_store/products/_search

{
"query" : {
"filtered" : { <1>
"filter" : {
"bool" : {
"should" : [
{ "term" : {"price" : 20}}, <2>
{ "term" : {"productID" : "XHDK-A-1293-#fJ3"}} <2>
1,
"must_not" : {
"term" : {"price" : 30} <3>
}
}
}
}
}
3

<> FERBMNDAFTER filtered B iHREBEMERM

<2> XA term dJEERE bool WIEERMITY R, RATCHMEBIE should DATF, FIUEDMMMNEBEE —INRERFE.
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<> MAR—DE=RBINME 30, CREWEHHRIE, RACEERT nust_not 2,

HENEREFROTANER, DHHET bool iEIFRFNATELM :

"hits" : [
{
"_id" ",
" _score" : 1.0,
"_source" : {
"price" : 10,
"productID" : "XHDK-A-1293-#fJ3" <1>
}
+
{
"_id" "2,
" _score" : 1.0,
"_source" : {
"price" : 20, <2>
"productID" : "KDKE-B-9947-#kL5"
}
}
]

<1> [CHZ term ig 82§ productID = "XHDK-A-1293-#FJ3"

<2> LEE term il jE®s price = 20

BREM 1 it ks

29X bool B—MAGRBMEAES Fitkdl, FTHHCHCMARE Ptk XEKREMRALUIE bool it jE2RHER

E bool itjE?R, LMRELMEE &HIM RiT 4,

THE%LH SQLEE :

SELECT document
FROM products

WHERE productID = "KDKE-B-9947-#kL5"
OR ( productID = "JODL-X-1937-#pV7"
AND price =30 )

BRI UG E i —xt BREM bool it JE%N :

GET /my_store/products/_search

{
"query" : {
"filtered" : {
"filter" : {
"bool" : {
"should" : [
{ "term" : {"productID" : "KDKE-B-9947-#kL5"}}, <1>
{ "bool" : { <1>
"must" : [
{ "term" : {"productID" : "JODL-X-1937-#pV7"}}, <2>
{ "term" : {"price" : 30}} <2>
]
1}
]
}
}
}
}
3

<1>@A% term M bool TEHE— should DAFEFEH, EVFEREHEPI— it )82R,

<2> must DEAREARNELM term D8, FTLMBA1AERE EITE,
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RGN AN, DHEER—D should 2 :

"hits" : [
{
"_id" "2,
"_score" : 1.0,
"_source" : {
"price" : 20,
"productID" : "KDKE-B-9947-#kL5" <1>
}
}
{
"_id" Tge,
" _score" : 1.0,
"_source" : {
"price" : 30, <2>
"productID" : "JODL-X-1937-#pV7" <2>
}
}
]

<1> productip PEEEEE— bool A term it )E2ER.
<2> X AN FERICEHREDN bool M term il jE2R.

BRE—NH2M6F, BRERT T ZEHBH Rl S RMIEE &892 5 5%M4.
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B Z N HERE
term it JEERIEE M NMERIFA, BRIFUELEZTEERS M, LINRE 1L 20 =X 30 THIXHY, # ELMIE?
HEEEHERZ A term itk RATLLA— terms it %28, terms it JEZRE term it JEERMISEBURA.
CRHEXM term Z47%, BNAEREBE—EEE, MAREL—MNE :
"terms" : {

"price" : [20, 30]

}

% term WiEE—H, BN CKIE filtered B :

GET /my_store/products/_search

{
"query" : {
"filtered" : {
"filter" : {
"terms" : { <1>
"price" : [20, 30]
}
3
}
}
3

<1> X 2EIEIREIM terms i$)E2R, MBIE filtered &

FENFHREE=, B=ZMBELDH :

"hits" : [
{
"_id" 2,
" _score" : 1.0,
"_source" : {
"price" : 20,
"productID" : "KDKE-B-9947-#kL5"
}
i
{
"_id" T3,
" _score" : 1.0,
"_source" : {
"price" : 30,
"productID" : "JODL-X-1937-#pV7"
}
+
{
"_id": 4",
"_score": 1.0,
"_source": {
"price": 30,

"productID": "QQPX-R-3956-#aD8"
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a8, MAEEF
B tern A terns REBRIE, MARBERI, SAERER, wEWEHA?

BINIRE— term i3 J8285 { "term" : { "tags" : "search" } } , EfFICHEZ FE &P :

{ "tags" : ["search"] }
{ "tags" : ["search", "open_source"] } <1>

<1> BRI NIHERT search BEHMIEE, CEREHRET

BFH—T term TE2RRELTIEN : B s EBIRSIPFAEEREENXE, REER—TFEHE, EFHNE2HTH
R, FNBETENEBERS

Token DoclIDs
open_source 2

search 1,2

LIAT term T IEERE B search B, ©EZIEEIHRS|I AR aHHREEXN ID, MRFTR, XA 1M 2#8S
search , FTLAMBAIERYE % & RE&ER(D],

R AHEREINE L RERE— N FREFGHEER 4, MINEHE - N RESEREKEIEZ ? RFERS P
HXANEE, BHERXE ID, REEE RelPE—TRAEXLED S H A,

R R, XL BEBERBFFHER, Eib, term F terms 2 AT E BIF, MAR LHIEE,

e ILEC

RIMFENFETEEERMTY, RE2BLRM S —PFERERR. AXPFRHD, MRIRFHRIS AR, 518
LEBANHE, BNAEesE—1TFERFEL AL :

{ "tags" : ["search"], "tag_count" : 1 }
{ "tags" : ["search", "open_source"], "tag_count" : 2 }

—BRFEEI T 5N, RATLUE—D bool it jE2RRREIIEZ N -

GET /my_index/my_type/_search

{
"query": {
"filtered" : {
"filter" : {
"bool" : {
"must" : [
{ "term" : { "tags" : "search" } }, <1>
{ "term" : { "tag_count" : 1 } } <2>
]
}
3
}
}
3

<1> HHEFIEESE search fZiEHIHY
<2> HRBREXHERE— %

BFEFERE— search #ZMXHY, MARLEMBEET search #7451,
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——=

>

EMNEAEREFROERNET, ek, BSERRGEEAER, Hi0, RARFERIMmENEET 20 TmETF 40
TTHY = o

7E SQL &%, SERTUMTERT

SELECT document
FROM products
WHERE price BETWEEN 20 AND 40

Elasticsearch H— range i 828, iL{RAILURIESEE it 0% -

"range" : {
"price" : {
"gt" : 20,
"1t" i 40
}
3

range it ;R ERERREE S WAEHIIAE R, Bt TER%A ¢
e gt:. > KF

o 1t: < /MF

® gte ! >= j(:.FE‘E%:.F

o lte: <= NFHEHFETF

TEREH i EHFN— DR

GET /my_store/products/_search

{
"query" : {
"filtered" : {
"filter" : {
"range" : {
"price" : {
"gte" : 20,
"1t" i 40
}
}
3
}
}
3

BRIMRFEDLRIGEE, EE—2WREFATLUT :

"range" : {
"price" : {
"gt" @ 20
}

HEBEE
range it yEERtBRI LA T HERFER :

"range" : {
"timestamp" : {
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"gt" : "2014-01-01 00:00:00",
"1t" : "2014-01-07 00:00:00"

LATEMFEN, range QRS IFEHPRPRF. M0, BNERIFMARIE—D/INe B3

"range" : {
"timestamp" : {
"gt" : "now-1h"
}
3

TN R AR THIA A RERC AT A ot A B T BT o oA 1 /e BOSCHY, GEiX Dt JE SRS E — i Bt fRAISTRY,

HEH BEthERT 2 BH, MAZRKE—ME now —#H AR, REERBEMER 24 ||, HREERBEHRKE
xR T,

"range" : {
"timestamp" : {
"gt" i "2014-01-01 00:00:00",
"1t" i "2014-01-01 00:00:00] |+1M" <1>
}
3

<1>BF 2014 F 18 15mM—18

HE+ERESH HEXHN, MUEHESMANREY, BFENXRYE, %, FiielXTRENERTLUEX BHE BE%
HFM

FRIEEEH

range it EERAILIATFRE, FHECERBEFAIFRNFRTE, FM, xEaFRFEFHEE :
e 5,50,6,B,C,a,ab, abb, abc, b

R AR PR ERBF YT, RN AFHHEEEERXMRF.

BRINFAELEAM a FIRMAEE b, TANTLURELE range it JEEREE ¢

"range" : {
"title" : {
"gte" : "a",
"1t" : "b"
}
}
LOEH

HEMBEHFEMNRSI AR LNEABEEN oM. BETEFRERNTIREIH, A THEEFR LHITEHIRE,
Elasticsearch RE X MNEEHAMENEEZMIT tern BE. XLLBHHMEATEHIZIFIEES.

FRECEEAT - PMERNNFER, — MGz M ERIVNTR, MK 8%, RRmHE.
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http://www.elasticsearch.org/guide/en/elasticsearch/reference/current/mapping-date-format.html

I Null &

EEIHARHRTA, EXEPE—NEENFE tags, —PXEAREE—IHE M4, IREEREHRL, MR-
FREAME, CRELHFERGEREIHHN?

ER—PEIENE S, RABRREREFREF#. LHNMNE—TRIL S BEIPRS]

Token DoclIDs
open_source 2

search 1,2

RELFTREH T — NERIR LS W A FAENTRIE ? BIFREI ZRIENE S ENHXXEN—DE 25X, RUO—1MFEAEF
E, EMRAEMARE, RERECEEREPRSIMEBIELS mRA HE,

AEEXp, nuir, 1 (ZEEw) # ool EEEH0. eNBTAEEFEHERS|H |

2R, IMERIEERLG L, BWELERKRRFTER, NTELENEHAE, AT ExtxEER, Elasticsearch H—%&T
B BB 2E 44 SR KB F R,

exists il JEgs

TEEPHHE—IHBEZE exists $ESH, I N EBDROEMSEZDFRINE, bHNAHEREH, R3l—&F
P e=E

POST /my_index/posts/_bulk

{ "index": { "_id": "1" 13

{ "tags" : ["search"] 1 <1>
{ "index": { "_id": "2" 33

{ "tags" : ["search", "open_source"] } <2>
{ "index": { "_id": "3" 33

{ "other_field" : "some data" } <3>
{ "index": { "_id": "4" 33

{ "tags" : null } <4>
{ "index": { "_id": "5" 33

{ "tags" : ["search", null] } <5>

<1> tags FERE—ML

<2> tags FEREAMNML

<3> tags FERAEFE

<4> tags FEEMEA null

<5> tags FERA—MNEM—D null

ERIAN tags FEREVEIBISRBIFRRF[EX#4 ¢

Token DoclIDs
open_source 2

search 1,2,5

BEMMNE#RRREAME LB T #2080, BNAROZIMrERMH s, RECHFATXEFRMT. 7£ SQL iEES R, HMne
LA 1S NOT NULL #34 :

SELECT tags
FROM  posts
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WHERE tags IS NOT NULL

1E Elasticsearch A, FA1{EMA exists i )E3%

GET /my_index/posts/_search

{
"query" : {
"filtered" : {
"filter" : {
"exists" : { "field" : "tags" }
}
}
}
}
B REI =N 3HY -
"hits" [
{
"_id" ",
" _score" : 1.0,
"_source" : { "tags" : ["search"] }
i
{
" id" B,
" _score" : 1.0,
"_source" : { "tags" : ["search", null] } <1>
i
{
" id" "2,
" _score" : 1.0,
"_source" : { "tags" : ["search", "open source"] }
}
]

<1>X#5 2REBET =N nul @, DEREIT, IPMFREEZEN — N BEENHFEWESIT, AL nun st ik
RREF A

HRRBEZIEM, PTLAE tags FERAPEEMUEEHRE T, RBEFRT XY 3 0 4,
missing it JEZS

missing iLJEERAE LR exists BIRL3E : BIREIR B EFERE ISR, Rix%E SQL —# :

SELECT tags
FROM  posts
WHERE tags IS NULL

1,':%3{]1&%@9@@”%'4:}5@ missing QJ?,%%;EHX{'% exists :

GET /my_index/posts/_search

{
"query" : {
"filtered" : {
"filter": {
"missing" : { "field" : "tags" }
}
}
}
}

IRATR, HNEET A NREC S TR !
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"hits" : [

{
T L ngn,
" _score" : 1.0,
"_source" : { "other_field" : "some data" }
H
{
T ngn,
" _score" : 1.0,
"_source" : { "tags" : null }
}

258 HE null F2RR null

B MEEERERD —NFEREEEHE, TRBEEAES il . BEELIMNBRATATERS X —8, BIBHAEET. =
EME, BN TLUSEEEMN il mRBMNRENSAERRE

LIEEFNE, T, HrakHEFEOMET s, RALLEE— null value RAIEBRAEMN nul @, RBEHEHTERD
TR BERTEFIBERRBI 44,

%@E-’Pﬁ@ﬂ’\] null value B, HBRUATF/LA :

o BEEFERMKRIILES, {RAREIE date FEVMFERHFEAZERTSE null_value
o CERERSENFTHRUMIENERMAXDFR, UBARERHEM il #RE

T RH] exists/missing

exists # missing il JEEREMAEERFE MR ETE, MA U ERDEE, FlIINIFEEISHY :

{
"name" : {
"first" : "John",
"last" : "Smith"
}
3

{RAET LA % name.first #] name.last FUTFETEME, HBATLIEE name BY, 2R, 7£ [BREY) A, FNIRBIGRIERIBR K
R B4, BRTEMR :

{
"name.first" : "John",
"name.last" : "Smith"

ATLERAT R ELER exists 3% missing AL M name FEXHIE, XNFERIFEBFEEFEETABEIRSIH,

REZERZHFH—Dit ik a4

{
"exists" : { "field" : "name" }
3
R R HATH
{
"bool": {
"should": [

{ "exists": { "field": { "name.first" }}3},
{ "exists": { "field": { "name.last" }}}
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ﬁﬁ%ﬁ%ﬁ%%ﬁﬁ&ﬂ first Fl last %Bﬁg, 2. name E'_IEIE;FT?EE"JO
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RATsafk

1 (RER e RE] Evd, BNg 2RI T EREELITEN, BMNKOE—TFHERRTHFLEXHEFE XLk
2%, Elasticsearch T#2FTXEFHERBELUEFER, —B2EE, SEFERAMT ke, XEFHERTUMER, M
THREEHaEE Lk,

ZFENFHER R MNIWEFH, FRERSIFRMT IO, REILEHFCUFERFNIEFENF S EH, MF
BOBESEF T EENE TN RS, RSNENRANEMRBI —#EL0l, RAFTEXOEFNLHN T,

MR BT

B RS ENEE, MABECNEREER, MRANTRAMNE HERERNG R, NERERNTS
£, AH, MR- HEZLERARENTER, RE-TFHESBTIENEA,

IERMNE TR0, &S TIRMERISTE

o TEMMFEM B IR Ak
o NEWMBEERBIFLHAER

"bool": {
"should": [
{ "bool": {
"must": [
{ "term": { "folder": "inbox" }}, <1>
{ "term": { "read": false }}
]
Iy
{ "bool": {
"must_not": {
"term": { "folder": "inbox" } <1>
i
"must": {
"term": { "important": true }
3
1}
1
3

<1> x @it EsRtER, MEsFERRE—1MF% 4%,
ER—MNMRGFERGZE nust M H—DRE must_not , XANRGARGEZEEN, ZBEFREF P ERTEE —NEHRITH T
B, RAEEAEER D —DREER, MBERPITRSIS e, WHEENEEE2BEHFT, s RGEEEER
ZHENFHE,

¥ 54 DSLWAGE R BIAX, Bad kSR EHRE T ELERBRAND EEFEEH L, ITRREARTFLE
st FIERE L B R RRIR T

2 F

RERD B IBFERIIRM it 588 (BIA0 term ) RWERF, MR bool X FMATTEH/NFRBEF.

(127)

it e SR B EEE A PR RABERE], FUZTFENRERLN. 3—AERE, A0 RRERRENT S 2HRAS
EAABRGERNTFIRLR, FUBRERTEENHERSHN,

AT, BEORMiEeds, BARERKEE, RASnX#HEEEL :
B AR it ok 2s

BIA it o5 2R 5 RABEME 22 E 4 I AR E L 2t F Elasticsearch 3% 2 BB,
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Geo g JE%5 ¢

Efiteds (BANKTE [geoloc] FEEwmMING) , BEHATLRETHER A HEBMBNLZR. RAETH P #HE—
MHE—BENL, geo it BHREERFAKRSER, FMULZEECITEER L

HESEH :

A now FEMBESER (B0 'mow-1nt ) , SREAFHIIZN. BREXDEEBFMITH, now BRE—PHBG. EH
iR REABRER, UK EREERN, AT, H now I (BIE, nowd B&E—X) , ZERAERE
FE,

AR FENXFAER, TEMRFE—TE LM bool REAXNATUEHEENS HFEEFER, HRBEZA—
date FERMTJRER2TE. MRALLEBR cache tFieREBEJLFAA i k23N 2 TR

{
"range" : {
"timestamp" : {
"gt" : "2014-01-02 16:15:14" <1>
3
"_cache": false <2>
}
3

<1> HERRBENFBEER X NEH 8B
<2> fER PR RBELRARE

LEHE 5 fHR M — L0 FR Bt BB Z FRIEEAR L,
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i1 U8 F

TE bool Fefbrhid e BRBNINF I EREARARNE h, BitmBid SR G A2 BMEBERM L RSB, UEEERNHHRE
LRI,

Rans& 4 A ITEE 1000 A4y, M B RICES 100 XY, FLFER B BIE ARIHE.

SR EIRIEBIR, MU NBEWRETELZ TN IR, BR—THRNE—IREIGET—TANEEEY, R
i, FHARHE— et BB RECLE ¢

GET /logs/2014-01/_search

{
"query" : {
"filtered" : {
"filter" : {
"range" : {
"timestamp" : {
"gt" : "now-1h"
}
}
3
}
}
3

BN RRERERET, RHEEAT now BE, ZNMEAEENBELL. IBRBFEANFESRNTERE i #g
n—EBNANBEES,

BB A B — DA TR ERF LR T EEARE  BNATLURN— D EEE s | Bt )& 28K PR X N R KRER 2
IR, BINERER -

"bool": {
"must": [
{ "range" : {
"timestamp" : {
"gt" : "now-1h/d" <1>
3
ian
{ "range" : {
"timestamp" : {
"gt" : "now-1h" <2>
}
1}
]
3

<> BNt RSBRREFT, EAEERTHRBINRER now i
<2> BPRBREBET, BHEREH now BE,

now-1h/d RAIMBEFRZR, FIUMBSRZATRXEEHIRET . IMEROFHEBEEET, EH now HWIE
,%%EER%EEféﬁﬁéﬁmﬁﬁiﬁmm —Ro now-1h RERBEHERE, BH now R-EiL—2MWHI [,
H:.F% A /fégﬁ % Jggﬁz\ﬁ'ﬁgﬁ/m%%mj*%ﬁx?ﬁ-o

XERHNHFREE, iﬁm}% EEE TFZE N BMERZEESRGERE—/ et RECEER, RIMOENAHNARX
A, BombE—/NFHEEFERMNAMARNXY, MR RN,

B
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[[full-text-search]] == Full-Text Search

Now that we have covered the simple case of searching for structured data, it is time to ((("full text search™)))explore full-
text search: how to search within full-text fields in order to find the most relevant documents.

The two most important aspects of ((("relevance")))full-text search are as follows:

Relevance::

The ability to rank results by how relevant they are to

the given query, whether relevance is calculated using
TF/IDF (see <<relevance-intro>>), proximity to a geolocation,
fuzzy similarity, or some other algorithm.

Analysis::

The process of converting a block of text into distinct, normalized tokens
(see <<analysis-intro>>) in order to (a) create an inverted index and
(b) query the inverted index.

As soon as we talk ((("analysis")))about either relevance or analysis, we are in the territory of queries, rather than filters.
[[term-vs-full-text]] === Term-Based Versus Full-Text

While all queries perform some sort of relevance calculation, not all queries have an analysis phase.((("full text search",
"term-based versus")))((("term-based queries"))) Besides specialized queries like the bool or function_score queries,
which don't operate on text at all, textual queries can be broken down into two families:

Term-based queries::
+

Queries like the term or fuzzy queries are low-level queries that have no analysis phase.((("fuzzy queries"))) They
operate on a single term. A term query for the term Foo looks for that exact term in the inverted index and calculates the
TF/IDF relevance _score for each document that contains the term.

It is important to remember that the term query looks in the inverted index for the exact term only; it won't match any
variants like foo or Foo . It doesn't matter how the term came to be in the index, just that it is. If you were to index
["Foo","Bar"] into an exact value not_analyzed field, or Foo Bar into an analyzed field with the whitespace analyzer,
both would result in having the two terms Foo and Bar in the inverted index.

Full-text queries::

+

Queries like the match or query_string queries are high-level queries that understand the mapping of a field:
e If you use them to query a date or integer field, they will treat the query string as a date or integer, respectively.

e [f you query an exact value ( not_analyzed ) string field,((("not_analyzed string fields", "match or query-string queries
on"))) they will treat the whole query string as a single term.

e But if you query a full-text ( analyzed ) field,((("analyzed fields", "match or query-string queries on"))) they will first pass
the query string through the appropriate analyzer to produce the list of terms to be queried.
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Once the query has assembled a list of terms, it executes the appropriate low-level query for each of these terms, and then
combines their results to produce the final relevance score for each document.

We will discuss this process in more detail in the following
chapters.

You seldom need to use the term-based queries directly. Usually you want to query full text, not individual terms, and this is
easier to do with the high-level full-text queries (which end up using term-based queries internally).

[NOTE]

non

If you do find yourself wanting to use a query on an exact value not_analyzed field, ((("exact values", "not_analyzed fields,
querying")))think about whether you really want a query or a filter.

Single-term queries usually represent binary yes/no questions and are almost always better expressed as a ((("filters",
"single-term queries better expressed as")))filter, so that they can benefit from <>:

[source,js]

GET /_search { "query": { "filtered™: { "filter": { "term": { "gender": "female" }}}}
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[[match-query]] === The match Query

The match query is the go-to query--the first query that you should reach for whenever you need to query any field.
((("match query")))((("full text search", "match query™))) It is a high-level full-text query, meaning that it knows how to deal
with both full-text fields and exact-value fields.

That said, the main use case for the match query is for full-text search. So let's take a look at how full-text search works
with a simple example.

[[match-test-data]] ==== Index Some Data

First, we'll create a new index and index some((("full text search”, "match query", "indexing data"))) documents using the
<>:

[source,js]

DELETE /my_index <1>
PUT /my_index { "settings": { "number_of_shards™": 1 }} <2>
POST /my_index/my_type/_bulk { "index™": {"_id": 1 }} { "title": "The quick brown fox" } { "index": { "_id": 2 }} { "title™: "The

quick brown fox jumps over the lazy dog" } { "index": {"_id": 3 }} { "title": "The quick brown fox jumps over the quick dog" } {
"index": {"_id": 4 }}

{ "title": "Brown fox brown dog" }

/Il SENSE: 100_Full_Text_Search/05_Match_query.json

<1> Delete the index in case it already exists.

<2> Later, in <>, we explain why we created this index with only one primary shard.
==== A Single-Word Query

Our first example explains what((("full text search”, "match query", "single word query")))((("match query", "single word
query"))) happens when we use the match query to search within a full-text field for a single word:

[source,js]

GET /my_index/my_type/_search { "query": { "match"; { "title": "QUICK!" } }

}

/I SENSE: 100_Full_Text_Search/05_Match_query.json
Elasticsearch executes the preceding match query((("analysis", "in single term match query"))) as follows:

1. Check the field type. + The title field is a full-text ( analyzed ) string field, which means that the query string should
be analyzed too.

2. Analyze the query string. + The query string quick! is passed through the standard analyzer, which results in the
single term quick . Because we have a just a single term, the match query can be executed as a single low-level
term query.

3. Find matching docs. + The term query looks up quick in the inverted index and retrieves the list of documents that
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contain that term--in this case, documents 1, 2, and 3.

4. Score each doc. + The term query calculates the relevance _score for each matching document, by combining
the((("relevance scores", "calculating for single term match query results"))) term frequency (how often quick appears
inthe title field of each document), with the inverse document frequency (how often quick appearsinthe title

field in all documents in the index), and the length of each field (shorter fields are considered more relevant). See <>.

This process gives us the following (abbreviated) results:

[source,js]

"hits™: [ {"_id": "1", "_score": 0.5, <1>"_source": { "title": "The quick brown fox" } }, {"_id": "3", "_score": 0.44194174, <2>

"

"_source": { "title™: "The quick brown fox jumps over the quick dog" } }, {"_id": "2","_score": 0.3125, <2>"_source": { "title":
"The quick brown fox jumps over the lazy dog" } }

<1> Document 1 is most relevant because its title field is short, which means that quick represents a large portion of its
content.

<2> Document 3 is more relevant than document 2 because quick appears twice.
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[[match-multi-word]] === Multiword Queries

If we could search for only one word at a time, full-text search would be pretty inflexible. Fortunately, the match query((("full
text search”, "multi-word queries")))((("match query”, "multi-word query"))) makes multiword queries just as simple:

[source,js]

GET /my_index/my_type/_search { "query": { "match": { "title": "BROWN DOG!" } }

}

/Il SENSE: 100_Full_Text_Search/05_Match_query.json

The preceding query returns all four documents in the results list:

[source,js]

{"hits": [{"_id": "4", "_score": 0.73185337, <1>"_source": { "title": "Brown fox brown dog" } }, { "_id": "2","_score":
0.47486103, <2>" _source": { "title": "The quick brown fox jumps over the lazy dog" } }, { "_id™ "3", " _score": 0.47486103,
<2>" source": { "title": "The quick brown fox jumps over the quick dog" } }, {"_id": "1", " _score": 0.11914785, <3>
"_source": { "title": "The quick brown fox" } } ]

}

<1> Document 4 is the most relevant because it contains "brown" twice and "dog" once.

<2> Documents 2 and 3 both contain brown and dog once each, and the title field is the same length in both docs, so
they have the same score.

<3> Document 1 matches even though it contains only brown , Nnot dog .

Because the match query has to look for two terms— ["brown", "dog"] —internally it has to execute two term queries and
combine their individual results into the overall result. To do this, it wraps the two term queriesina bool query, which we
examine in detail in <>.

The important thing to take away from this is that any document whose title field contains at least one of the specified
terms will match the query. The more terms that match, the more relevant the document.

[[match-improving-precision]] ==== Improving Precision

Matching any document that contains any of the query terms may result in a long tail of seemingly irrelevant results. ((("full
text search", "multi-word queries", "improving precision")))((("precision”, "improving for full text search multi-word queries")))
It's a shotgun approach to search. Perhaps we want to show only documents that contain all of the query terms. In other
words, instead of brown 0R dog , we want to return only documents that match brown AND dog .

The match query accepts an operator parameter((("match query", "operator parameter")))((("or operator”, "in match
queries)))((("and operator", "in match queries"))) that defaults to or . You can change itto and to require that all specified
terms must match:

[source,js]

GET /my_index/my_type/_search { "query": { "match": { "title": { <1> "query": "BROWN DOG!", "operator": "and" } } }
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}

/I SENSE: 100_Full_Text_Search/05_Match_query.json
<1> The structure of the match query has to change slightly in order to accommodate the operator parameter.
This query would exclude document 1, which contains only one of the two terms.

[[match-precision]] ==== Controlling Precision

The choice between all and any is a bit((("full text search", "multi-word queries", "controlling precision"))) too black-or-white.
What if the user specified five query terms, and a document contains only four of them? Setting operator to and would
exclude this document.

Sometimes that is exactly what you want, but for most full-text search use cases, you want to include documents that may
be relevant but exclude those that are unlikely to be relevant. In other words, we need something in-between.

The match query supports((("match query", "minimum_should_match parameter")))((("minimum_should_match
parameter"))) the minimum_should_match parameter, which allows you to specify the number of terms that must match for a
document to be considered relevant. While you can specify an absolute number of terms, it usually makes sense to specify
a percentage instead, as you have no control over the number of words the user may enter:

[source,js]

GET /my_index/my_type/_search { "query": { "match": { "title": { "query": "quick brown dog", "minimum_should_match":
"75%" }1)

}

/I SENSE: 100_Full_Text_Search/05_Match_query.json

When specified as a percentage, minimum_should match does the right thing: in the preceding example with three terms,
75% would be rounded down to e6.6% , or two out of the three terms. No matter what you set it to, at least one term must
match for a document to be considered a match.

[NOTE]

The minimum_should match parameter is flexible, and different rules can be applied depending on the number of terms the
user enters. For the full documentation see the

http:/lwww.elasticsearch.org/guidel/en/elasticsearchirefer
encelcurrent/query-dsl-minimum-should-
match.html#query-dsl-minimum-should-match

To fully understand how the match query handles multiword queries, we need to look at how to combine multiple queries
with the bool query.
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[[bool-query]] === Combining Queries

In <> we discussed how to((("full text search”, "combining queries"))), use the bool filter to combine multiple filter clauses
with and , or ,and not logic. In query land, the bool query does a similar job but with one important difference.

Filters make a binary decision: should this document be included in the results list or not? Queries, however, are more
subtle. They decide not only whether to include a document, but also how relevant that document is.

Like the filter equivalent, the bool query accepts((("bool query"))) multiple query clauses under the must , must_not , and
should parameters. For instance:

[source,js]

GET /my_index/my_type/_search { "query": { "bool": { "must": { "match": { "title": "quick" }}, "must_not": { "match": { "title":
"lazy" }}, "should": [ { "match™: { "title": "brown" }}, { "match": { "title": "dog" }} ]} }

}

/ SENSE: 100_Full_Text_Search/15_Bool_query.json

The results from the preceding query include any document whose title field contains the term quick , except for those
that also contain 1azy . So far, this is pretty similar to how the bool filter works.

The difference comes in with the two should clauses, which say that: a document is not required to contain ((("should
clause", "in bool queries")))either brown Or dog , butif it does, then it should be considered more relevant:

[source,js]

{"hits": [{"_id": "3", "_score": 0.70134366, <1>"_source": { "title": "The quick brown fox jumps over the quick dog" } }, {
" id" 1", " _score": 0.3312608, "_source": { "title": "The quick brown fox" } } ]

}

<1> Document 3 scores higher because it contains both brown and dog .
==== Score Calculation

The bool query calculates((("relevance scores", "calculation in bool queries™)))((("bool query", "score calculation"))) the
relevance _score for each document by adding together the _score from all of the matching must and should clauses,
and then dividing by the total number of must and should clauses.

The must_not clauses do not affect ((("must_not clause”, "in bool queries")))the score; their only purpose is to exclude
documents that might otherwise have been included.

==== Controlling Precision

All the must clauses must match, and all the must_not clauses must not match, but how many should clauses((("bool
query", "controlling precision™)))((("full text search", "combining queries", "controlling precision™)))((("precision”, "controlling
for bool query"))) should match? By default, none of the should clauses are required to match, with one exception: if there
are no must clauses, then at least one should clause must match.

Just as we can control the <>, we can control how many should clauses need to match by using the minimum_should_match
parameter,((("minimum_should_match parameter", "in bool queries"))) either as an absolute number or as a percentage:
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[source,js]

GET /my_index/my_type/_search { "query": { "bool": { "should": [ { "match": { "title": "brown" }}, { "match": { "title": "fox" }}, {
"match": { "title": "dog" }} ], "minimum_should_match": 2 <1>}}

}

/ SENSE: 100_Full_Text_Search/15_Bool_query.json
<1> This could also be expressed as a percentage.

The results would include only documents whose title field contains "brown" AND "fox" , "brown" AND "dog" , OF "fox"
AND "dog" . If a document contains all three, it would be considered more relevant than those that contain just two of the
three.
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=== How match Uses bool

By now, you have probably realized that <> simply wrap((("match query", "use of bool query in multi-word searches")))

"o

((("bool query", "use by match query in multi-word searches")))((("full text search”, "how match query uses bool query")))
the generated term queriesina bool query. With the default or operator, each term query is added as a should
clause, so at least one clause must match. These two queries are equivalent:

[source,js]

{"match": { "title": "brown fox"}

}

[source,js]

{"bool": { "should": [ { "term": { "title": "brown" }}, { "term": { "title": "fox" }} ] }

}

With the and operator, all the term queries are added as must clauses, so all clauses must match. These two queries are
equivalent:

[source,js]

{"match": { "title": { "query": "brown fox", "operator": "and" } }

}

[source,js]

{"bool": { "must": [ { "term™: { "title": "brown" }}, { "term": { "title": "fox" }} 1}

}

And if the minimum_should_match parameter is((("minimum_should_match parameter”, "match query using bool query")))
specified, it is passed directly through to the bool query, making these two queries equivalent:

[source,js]

{"match": { "title": { "query": "quick brown fox", "minimum_should_match": "75%" } }

}

[source,js]

{"bool": { "should": [ { "term": { "title™: "brown" }}, { "term": { "title": "fox" }}, { "term": { "title": "quick" }} ],
"minimum_should_match": 2 <1>}
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}

<1> Because there are only three clauses, the minimum_should_match value of 75% inthe match query is rounded down to
2 . At least two out of the three should clauses must match.

Of course, we would normally write these types of queries by using the match query, but understanding how the match
query works internally lets you take control of the process when you need to. Some things can't be done with a single
match query, such as give more weight to some query terms than to others. We will look at an example of this in the next
section.
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=== Boosting Query Clauses

Of course, the bool query isn't restricted ((("full text search”, "boosting query clauses")))to combining simple one-word

match queries. It can combine any other query, including other bool queries.((("relevance scores", "controlling weight of
query clauses"))) It is commonly used to fine-tune the relevance _score for each document by combining the scores from
several distinct queries.

non

Imagine that we want to search for documents((("bool query", "boosting weight of query clauses")))((("weight", “controlling
for query clauses"))) about "full-text search," but we want to give more weight to documents that also mention
"Elasticsearch” or "Lucene." By more weight, we mean that documents mentioning "Elasticsearch” or "Lucene" will receive
a higher relevance _score than those that don't, which means that they will appear higher in the list of results.

Asimple bool query allows us to write this fairly complex logic as follows:

[source,js]

GET /_search { "query": { "bool": { "must": { "match": { "content": { <1> "query": "full text search", "operator": "and" } } },
"should": [ <2> { "match": { "content": "Elasticsearch" }}, { "match": { "content": "Lucene" }}1}}

}

/Il SENSE: 100_Full_Text_Search/25_Boost.json

<1> The content field must contain all of the words full, text ,and search .

<2> If the content field also contains Elasticsearch Or Lucene , the document will receive a higher _score .
The more should clauses that match, the more relevant the document. So far, so good.

But what if we want to give more weight to the docs that contain Lucene and even more weight to the docs containing

Elasticsearch ?

We can control ((("boost parameter")))the relative weight of any query clause by specifying a boost value, which defaults
to 1.A boost value greater than 1 increases the relative weight of that clause. So we could rewrite the preceding query
as follows:

[source,js]

GET /_search { "query": { "bool": { "must"; { "match": { <1> "content": { "query": "full text search”, "operator"; "and" } } },
"should": [ { "match": { "content": { "query": "Elasticsearch”, "boost": 3 <2> } }}, { "match": { "content": { "query": "Lucene",
"boost": 2 <3>}111}}

}

/I SENSE: 100_Full_Text_Search/25_Boost.json

<1> These clauses use the default boost of 1 .

<2> This clause is the most important, as it has the highest boost .

<3> This clause is more important than the default, but not as important as the Elasticsearch clause.

[NOTE]

Linux] [0 www.linuxidc.com



[[boost-normalization]]

The boost parameter is used to increase((("boost parameter”, "score normalied after boost applied"))) the relative weight
of a clause (with a boost greater than 1) or decrease the relative weight (with a boost between e and 1), but the
increase or decrease is not linear. In other words, a boost of 2 does not result in double the _score .

non

Instead, the new _score is normalized after((("normalization”, "score normalied after boost applied"))) the boost is applied.
Each type of query has its own normalization algorithm, and the details are beyond the scope of this book. Suffice to say
that a higher boost value results in a higher _score .

If you are implementing your own scoring model not based on TF/IDF and you need more control over the boosting
process, you can use the <> to((("function_score query"))) manipulate a document's

boost without the normalization step.

We present other ways of combining queries in the next chapter, <>. But first, let's take a look at the other important feature
of queries: text analysis.
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=== Controlling Analysis

Queries can find only terms that actually ((("full text search”, "controlling analysis")))((("analysis", "controlling")))exist in the
inverted index, so it is important to ensure that the same analysis process is applied both to the document at index time,
and to the query string at search time so that the terms in the query match the terms in the inverted index.

"o

Although we say document, analyzers are determined per field.((("analyzers", "determined per-field"))) Each field can have
a different analyzer, either by configuring a specific analyzer for that field or by falling back on the type, index, or node
defaults. At index time, a field's value is analyzed by using the configured or default analyzer for that field.

For instance, let's add a new field to my_index :

[source,js]

"o

PUT /my_index/_mapping/my_type { "my_type": { "properties": { "english_title": { "type": "string", "analyzer": "english" } } }

}

/ SENSE: 100_Full_Text_Search/30_Analysis.json

Now we can compare how values in the english_title field and the title field are analyzed at index time by using the
analyze API to analyze the word Foxes :

[source,js]

GET /my_index/_analyze?field=my_type.title <1> Foxes

GET /my_index/_analyze?field=my_type.english_title <2>

Foxes

/I SENSE: 100_Full_Text_Search/30_Analysis.json
<1> Field title , which uses the default standard analyzer, will return the term foxes .
<2> Field english_title , which usesthe english analyzer, will return the term fox .

This means that, were we to run a low-level term query for the exact term fox , the english_title field would match but
the title field would not.

High-level queries like the match query understand field mappings and can apply the correct analyzer for each field being
queried.((("match query", "applying appropriate analyzer to each field"))) We can see this in action with ((("validate query
API"))the validate-query API:

[source,js]

GET /my_index/my_type/ validate/query?explain { "query": { "bool": { "should": [ { "match": { "title": "Foxes"}}, { "match": {
"english_title": "Foxes"}} 1} }

}

/I SENSE: 100_Full_Text_Search/30_Analysis.json
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which returns this explanation :
(title:foxes english_title:fox)

The match query uses the appropriate analyzer for each field to ensure that it looks for each term in the correct format for
that field.

==== Default Analyzers

non

While we can specify an analyzer at the field level,((("full text search”, "controlling analysis", "default analyzers")))
((("analyzers", "default"))) how do we determine which analyzer is used for a field if none is specified at the field level?

Analyzers can be specified at several levels. Elasticsearch works through each level until it finds an analyzer that it can

nwon

use. At index time, the order ((("indexing", "applying analyzers")))is as follows:

e The analyzer defined in the field mapping, else

e The analyzer defined in the _analyzer field of the document, else

e The default analyzer forthe type , which defaults to

e The analyzer named default in the index settings, which defaults to
e The analyzer named default at node level, which defaults to

e The standard analyzer

At search time, the ((("searching", "applying analyzers")))sequence is slightly different:

e The analyzer defined in the query itself, else

e The analyzer defined in the field mapping, else

e The default analyzer forthe type , which defaults to

e The analyzer named default in the index settings, which defaults to
e The analyzer named default at node level, which defaults to

e The standard analyzer

[NOTE]

The two lines in italics in the preceding lists highlight differences in the index time sequence and the search time sequence.
The _analyzer field allows you to specify a default analyzer for each document (for example, english , french , spanish )

while the analyzer parameter in the query specifies which analyzer to use on the query string. However, this is not the best
way to handle multiple languages

in a single index because of the pitfalls highlighted in <>.

Occasionally, it makes sense to use a different analyzer at index and search time.((("analyzers", "using different analyzers
at index and search time"))) For instance, at index time we may want to index synonyms (for example, for every occurrence
of quick , we also index fast , rapid , and speedy ). But at search time, we don't need to search for all of these
synonyms. Instead we can just look up the single word that the user has entered, be it quick , fast , rapid , Or speedy .

To enable this distinction, Elasticsearch also supports ((("index_analyzer parameter")))((("search_analyzer parameter")))the
index_analyzer and search_analyzer parameters, and((("default_search parameter"))) ((("default_index
analyzer")))analyzers named default_index and default_search .

Taking these extra parameters into account, the full sequence at index time really looks like this:

e The index_analyzer defined in the field mapping, else
e The analyzer defined in the field mapping, else
e The analyzer defined in the _analyzer field of the document, else
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e The default index_analyzer forthe type , which defaults to

e The default analyzer forthe type , which defaults to

e The analyzer named default_index in the index settings, which defaults to
e The analyzer named default in the index settings, which defaults to

e The analyzer named default_index at node level, which defaults to

e The analyzer named default atnode level, which defaults to

e The standard analyzer

And at search time:

e The analyzer defined in the query itself, else

e The search_analyzer defined in the field mapping, else

e The analyzer defined in the field mapping, else

e The default search_analyzer forthe type , which defaults to

e The default analyzer forthe type , which defaults to

e The analyzer named default_search in the index settings, which defaults to
e The analyzer named default in the index settings, which defaults to

e The analyzer named default_search at node level, which defaults to

e The analyzer named default at node level, which defaults to

e The standard analyzer

==== Configuring Analyzers in Practice

The sheer number of places where you can specify an analyzer is quite overwhelming.((("full text search", "controlling
analysis", "configuring analyzers in practice")))((("analyzers", "configuring in practice"))) In practice, though, it is pretty
simple.

===== Use index settings, not config files

The first thing to remember is that, even though you may start out using Elasticsearch for a single purpose or a single
application such as logging, chances are that you will find more use cases and end up running several distinct applications
on the same cluster. Each index needs to be independent and independently configurable. You don't want to set defaults
for one use case, only to have to override them for another use case later.

This rules out configuring analyzers at the node level. Additionally, configuring analyzers at the node level requires
changing the config file on every node and restarting every node, which becomes a maintenance nightmare. It's a much
better idea to keep Elasticsearch running and to manage settings only via the API.

===== Keep it simple

Most of the time, you will know what fields your documents will contain ahead of time. The simplest approach is to set the
analyzer for each full-text field when you create your index or add type mappings. While this approach is slightly more
verbose, it enables you to easily see which analyzer is being applied to each field.

Typically, most of your string fields will be exact-value not_analyzed fields such as tags or enums, plus a handful of full-text
fields that will use some default analyzer like standard or english or some other language. Then you may have one or
two fields that need custom analysis: perhaps the title field needs to be indexed in a way that supports find-as-you-type.

You can set the default analyzer in the index to the analyzer you want to use for almost all full-text fields, and just
configure the specialized analyzer on the one or two fields that need it. If, in your model, you need a different default
analyzer per type, then use the type level analyzer setting instead.

[NOTE]

A common work flow for time based data like logging is to create a new index per day on the fly by just indexing into it.
While this work flow prevents you from creating your index up front, you can still use http://bit.ly/1lygczeq[index templates]
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to specify the settings and mappings that a new index
should have.
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[[relevance-is-broken]] === Relevance Is Broken!

Before we move on to discussing more-complex queries in <>, let's make a quick detour to explain why we <> with just one
primary shard.

non

Every now and again a new user opens an issue claiming that sorting by relevance((("relevance"”, "differences in IDF
producing incorrect results"))) is broken and offering a short reproduction: the user indexes a few documents, runs a simple
query, and finds apparently less-relevant results appearing above more-relevant results.

To understand why this happens, let's imagine that we create an index with two primary shards and we index ten
documents, six of which contain the word foo . It may happen that shard 1 contains three of the foo documents and
shard 2 contains the other three. In other words, our documents are well distributed.

In <>, we described the default similarity algorithm used in Elasticsearch, ((("Term Frequency/Inverse Document Frequency
(TF/IDF) similarity algorithm")))called term frequency / inverse document frequency or TF/IDF. Term frequency counts the
number of times a term appears within the field we are querying in the current document. The more times it appears, the
more relevant is this document. The inverse document frequency takes((("inverse document frequency")))((("IDF",
see="inverse document frequency"))) into account how often a term appears as a percentage of all the documents in the
index. The more frequently the term appears, the less weight it has.

However, for performance reasons, Elasticsearch doesn't calculate the IDF across all documents in the index.((("shards",
"local inverse document frequency (IDF)"))) Instead, each shard calculates a local IDF for the documents contained in that
shard.

Because our documents are well distributed, the IDF for both shards will be the same. Now imagine instead that five of the
foo documents are on shard 1, and the sixth document is on shard 2. In this scenario, the term foo is very common on
one shard (and so of little importance), but rare on the other shard (and so much more important). These differences in IDF

can produce incorrect results.

In practice, this is not a problem. The differences between local and global IDF diminish the more documents that you add
to the index. With real-world volumes of data, the local IDFs soon even out. The problem is not that relevance is broken but
that there is too little data.

For testing purposes, there are two ways we can work around this issue. The first is to create an index with one primary
shard, as we did in the section introducing the <>. If you have only one shard, then the local IDF is the global IDF.

The second workaround is to add ?search_type=dfs_query_then_fetch to your search requests. The dfs
stands((("searchtype”, "dfs_query_then_fetch")))((("dfs_query_then_fetch search type")))((("DFS (Distributed Frequency
Search)"))) for _Distributed Frequency Search, and it tells Elasticsearch to first retrieve the local IDF from each shard in
order to calculate the global IDF across the whole index.

TIP: Don't use dfs_query_then_fetch in production. It really isn't required. Just having enough data will ensure that your
term frequencies are well distributed. There is no reason to add this extra DFS step to every query that you run.
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